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Announcements

CS195-5 2006 – Lecture 11 1



Review

• Discriminative models

• Logistic regression: p̂(y = 1 |x) = σ(wTx).

• Fitting w: via a gradient ascend algorithm on likelihood

– Stochastic gradient ascent.
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Today

• Gradient-based algorithms for logistic regression

– Undertanding the nature of climbing the likelihood surface
– Convergence and stopping issues.

• Overfitting and regularization.
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Likelihood under the logistic model

• “Regular” regression: observe values, measure their distance from the model.

• Logistic regression: observe labels, measure their probability under the model.

p (yi |xi;w) =

{
σ(w0 + wTxi) if yi = 1,

1− σ(w0 + wTxi) if yi = 0

= σ(w0 + wTxi)yi
(
1− σ(w0 + wTxi)

)1−yi .

• The log-likelihood of w:

`(XN ;w) =
N∑

i=1

log p (yi |xi; w)

=
N∑

i=1

yi log σ(w0 + wTxi) + (1− yi) log
(
1− σ(w0 + wTxi)

)
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ML for logistic regression

• No closed-form solution for the ML value of w.

• Instead we find it via a “hill-climbing” procedure on the surface of log-likelihood.

– The solution we obtain is the ML solution.
– A continuous, concave objective function: the best possible case, since a

unique maximum exists and can be found by gradient ascent.
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Visualizing the log-likelihood surface

• We will look at a 2D example, and assume w0 = 0, i.e. our model will be
p̂(y = 1|x) = σ(w1x1 + w2x2).

` as a function of w Contour plot: high/low
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