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Review: SVM

e Define a kernel K : X x X — R, and find

N N
1
arginax Zai —5 Z ;oYY K (X, %)
1=1 1,7=1
N
subject to Zaiyi =0,0<q;<C forallz=1,...,N.
i=1

e Training examples with a; > 0 are SVs; those with a; < C' are exactly on the
margin.

e Support Vector classifier:

y = sign | wo + Z a;y; K (%, X)
a; >0
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Plan for today

e Wrap up SVMs

e Other uses of the kernel idea
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SVM for regression

T

e Themodel: y = wog+w'x + v

e Instead of the margin around the predicted decision boundary, we have e-tube
around the predicted function.

e-insensitive loss:

e The dual problem and definition of SV solution change as well.
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Other kernel methods

e We can transfer the idea of kernels as implicit mapping into feature space to
other methods.

e Need to look for dot-product formulations.

— Kernel perceptron,
— Kernel linear regression, . ..
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Properties of kernels

e Suppose K;(x,z) and K5(x,z) are valid kernels (satisfy Mercer's conditions).

e We can construct other valid kernels by combining these in a variety of ways:

- Ki(x,2) + Ks(x, z)
- f(X)K1(x,2)f(z)
- K1(x,2)K3(x,2)

o If Kj(z, %) are, for j—1,...,d, valid 1-dimensional kernels, then we can construct
a valid d-dimensional ]
= 1] Kty 2).

gj=1
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Parametric vs. nonparametric methods

e So far, we have seen parametric methods
— Learning = inferring (fitting) parameters.
e |Is SVM classifier
sign [ wg + Z oy K (X5, X)

a; >0
parametric?
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Parametric vs. nonparametric methods

e So far, we have seen parametric methods

— Learning = inferring (fitting) parameters.

e Is SVM classifier

sign [ wg + Z oy K (X5, X)
a; >0

parametric?

— In general, we can not summarize it in a simple parametric form.
— Need to keep around some (possibly all!) of the training data.
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Parametric vs. nonparametric methods

e So far, we have seen parametric methods

— Learning = inferring (fitting) parameters.

e |Is SVM classifier
sign [ wg + Z oy K (X5, X)
a; >0

parametric?

— In general, we can not summarize it in a simple parametric form.
— Need to keep around some (possibly all!) of the training data.
— The Lagrange multipliers « are kind of parameters.

e In nonparametric methods the training examples are explicitly used as
parameters.
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Nonparametric methods

e Generic description:

— Memorize training (x1,v1), .- -, (XN, YN)-
— Given test x predict

Jo = f(X0,X1,Y1,---,XN,UN).
e This is lazy learning: (almost) all the work is done at test time.

e The function f is typically expressed in terms of similarity of xy to x;, e.g.
through a kernel.
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Nonparametric density estimation
e The problem of probability density estimation: infer p(vzg) given a set of
X1y...9XN.
e Parametric estimation: assume a parametric form p(x;6)

e Estimate 6 using ML, MAP etc.

— We have seen examples for Gaussian and Bernoulli densities.

e The idea behind nonparametric estimation: directly evaluate how dense is the
vicinity of x.
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Kernel density estimation

e Consider a kernel that is also a pdf.

— e.g., Gaussian kernel K(xq,x;) =N (xo — Xy 0,021).

e Estimator:

e An example's contribution depends on the distance from xg.
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Kernel density estimation: classification

e The Bayes classifier:

h*(xp) = argmaxp (x|c)p(c).

C

e We can estimate the values of class-conditionals p(xg|c) by computing the
kernel density estimate using only examples from class c.

) |
h (XO) — argrcnaXEZK(X(%Xi)?

Yi==¢

where N, is the # of examples from class c.

e |s this nonparametric classifier really parameter-free?
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Choice of kernel width

e Choice of the kernel width o is crucial.

— Similar to the overfitting effect in supervised learning!
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Nearest neighbor methods

e When o is sufficiently small, the role of x; that are far from x( vanishes.
— The result depends on the nearest neighbors of xy.

e We can make this explicit by ignoring the kernel, and simply expressing inference
in terms of neighors’ labels.

e Example: nearest neighbor classification.

— Training data x1,¥1,...,XN, YN are simply stored.
— Given xgq, let

inn = argmin [[xo — x;|.
1

— Nearest neighbor prediction: g = y;

e No parametric/probabilistic assumptions whatsoever!
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Nearest neighbor classifier

e Let Ry be the expected risk of the NN classifier with [N training examples
drawn from p(x,y).

e A famous result due to Cover and Hart '67: under mild assumptios on p(x,y),
the asymptotic risk of the NN classifier R, = limy_. o, Rn satisfies

R* < Ro < 2R*(1- R"),

where R* is the Bayes risk.
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Nearest neighbor classifier
e Let Ry be the expected risk of the NN classifier with [N training examples
drawn from p(x,y).

e A famous result due to Cover and Hart '67: under mild assumptios on p(x,y),
the asymptotic risk of the NN classifier R, = limy_. o, Rn satisfies

R* < Ry < 2R*(1 - R"),
where R* is the Bayes risk.

e Less famous result (Cover, '68): the rate of convergence to the bound can be
arbitrarily slow!

e Nonetheless, in practice NN is often very accurate — and slow.

(CS195-5 2006 — Lecture 17 14



Example: £-NN for handwritten digits

e Take 16x16 grayscale images (8bit) of handwritten digits.

e Use Euclidean distance in raw pixel space, k£ = 7.

e Classification error (leave-one-out): 4.85%.

e Examples:
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Nearest neighbor: extensions

e We can use k > 1 nearest neighbors = k-NN classifier

— Label for xg predicted by majority voting among its k-NN.

e What about regression?
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Nearest neighbor: extensions

e We can use k£ > 1 nearest neighbors = k-NN classifier

— Label for xg predicted by majority voting among its k-NN.

e What about regression? Simplest k-NN regression: let x7,...,x; be the
neighbors, and i, ..., y; their labels.

— Predict g = %Z?Zl Y.

e What kind of functions can we estimate in this way?
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Nearest neighbor: extensions

e We can use k£ > 1 nearest neighbors = k-NN classifier

— Label for xg predicted by majority voting among its k-NN.

e What about regression? Simplest k-NN regression: let x7,...,x; be the
neighbors, and i, ..., y; their labels.

SV B /
- Predict g = £ 5, v;.
e What kind of functions can we estimate in this way?

e What is the effect of k7

(CS195-5 2006 — Lecture 17 16



Geometry of nearest neighbor

e NN induce Voronoi tasselation of the space:

(CS195-5 2006 — Lecture 17

17






