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Announcements

CS195-5 2006 – Lecture 26 1



Review: spectral clustering

• Given affinity matrix (with pairwise distances), compute
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Plan for today

• Three main types of problems in unsupervised learning:

– Density estimation: learning a density function from a few samples.
∗ Closed-form ML or MAP estimation for Gaussian, Bernoulli models; EM for

mixture models.
– Clustering: grouping similar training cases together.
– Dimensionality reduction: learning to represent each training case using a

small number of continuous variables from which the original data can be
almost exactly reconstructed.

• Today: Principal Component Analysis (PCA).

CS195-5 2006 – Lecture 26 3



Dimensionality reduction

• d: the “nominal” dimensionality

– number of sensors; size of vocabulary; . . .

• The intrinsic dimensionality is a property of the
generating process⇒ assumption that the data
lie on (or near) a subspace of dimension k < d.
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• Dimensionality reduction and clustering are both about recovering simple
structure that “explains” the data.

– Clustering: discrete explanation (cluster labels)
– Dimensionality reduction: continuous explanation (underlying subspace).

• In both cases, the structure is represented by hidden variables that need to be
recovered.
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Linear subspace representation

• Assume that data have zero mean.

• Linear subspace is given by a k × d matrix W.

• Low-dim representation:

z = WTx

• Reconstruction:

x̃ = Wz = WWTx

x− x̃

W

x̃

x
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Subspace criterion

• Recall clustering objective: minimize distortion within clusters.

• A similar objective:minimize the sum of residuals

W∗ = argmin
N∑

i=1

‖xi − x̃i‖2
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Principal Component Analysis

• PCA is the solution to minimum-residual projection.

• Let rows of X be the data points (N × d matrix).

• Construct the d× d data covariance matrix S = 1
NXTX;

• Let φ1, . . . , φd be the orthonormal eigenvectors of S corresponding to the
eigenvalues λ1 ≥ . . . ≥ λd.

φT
l φj =

{
0 if l 6= j,

1 for l = j.

• The optimal k-dim linear subspace is given by

Φ = [φ1, . . . , φk].
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PCA and maximum variance subspace

• An alternative criterion for a low-dimensional subspace: maximize the variance
of the projection

– can think of this as finding a subspace of the signal that retains most energy

• Leads to the same solution ⇒ PCA.

• Intuition:

– PCA pretends projections on non-principal directions are constant, and equal
to the mean value.

– Squared distance along a direction = variance in that direction.
– expected (average) residual = sum of variances in non-principal directions.

CS195-5 2006 – Lecture 26 8



Dealing with non-zero mean

• Suppose the data mean is µx 6= 0. Changes in solution:

• Covariance becomes

1
N

N∑
i=1

(xi − µx)(xi − µx)T

• Subspace is given by

z = WT (x− µx)

• Reconstruction:

x̃ = µx + Wz

W

x
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