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'% '—“Deflne some high level task specification
— et robot learn the implementation

* Paper Presents:

— “Framework for effectively using
reinforcement learning on mobile robots™

n ILE}‘ i



VIarkoV Decision Process

VIEWRPreblem as a simple decision

e i —y

* Bill Smart, Reinforcement Learning: A User’s Guide, http.//www.cse.wustl.edu/~wds/



pWVianev Decision Pr
States S = {s1, s2, ..., sn}

A\G rlom A el ciZ iy
AE ard Tunction R: SXAxS—>
AVl 5|t_|on function T: SxA—S

l-'.'_ ._.
-T.
- 1.!'

AN J\/l -_13 the structure at the heart of the robot control
ﬁﬂzr e-"
' e bften know STATES and ACTIONS

Often need to define TRANSITION function
-' '_ ~* |.e. Can’t get there from here

s — Often need to define REWARD function
* Optimizes control policy

* Bill Smart, Reinforcement Learning: A User’s Guide, http.//www.cse.wustl.edu/~wds/



Reiforcement Learning —
A P-strumﬁ.defme

el
pandicoded

i 1:‘ |0nal robot control policies

Eearnned ‘off-line in batch mode

.;';, ___erwsed machine learning

= | 'earned by Reinforcement Learning (RL)

— Can observe experiences (s, a, r, s’)

-~ * Need to perform actions to generate new experiences

* One method is to iteratively learn the “optimal value function”
- — Q-Learning Algorithm




s,a) = E [R (s,a) +ymaxQ* (s',a")
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{l — v } Q { S¢, (g } +
a (741 +ymaxy Q (Sip1.a’))

* Under the discrete conditions Watkins proves that
learning the Q function will converge to the optimal value
function Q*(s,a).

* Christopher J. C. H. Watkins and Peter Dayan, “Q-learning,” Machine Learning, vol. 8, pp. 279-292, 1992.



* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementLearning/
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== Develop rewards for
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— Note looped reward at goal
to make sure this is an end
state

* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementLearning/
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Action to go to state
Agentnowin |A |B |C |D |E |F
state
A = e
B - |- 1- 10 |- 100
e C 2 S ol e
— = D oo [- o[-
== E o[- |- o[- [100
F - 10 |- |- |0 [100

* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementlLearning/



: : ~ Usmg this action compute Q for the future state and set of all
— possible future state actions using:

ST 1Y K ‘o N o A F |f N f LY
Q" (s,a)=F |R(s,a)+vymaxQ" (s',a
a’ '

e Set the next state as the current state
— End Do

* End For

* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementLearning/
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* Q(F, B); Q(F,E); Q(F,F)=0

— Note: In this example new learned Qs
are summed into the Q matrix rather
than being attenuated by a learning
rate Alpha a.

— Q(B,F) +=100
* End 1t Episode

* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementLearning/
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earning Example

2ricl Eglgde]ek -

IIAINS Ie =D (3 poss. actions)
r P)- D=

\/\/ frandomly chooese D->B
‘= Sf' = B, There are two A’ Actions:
I - R(D,B)=0
ﬂ — Q(B, D)=0& Q(B, F) = 100
= Q(DB) +=0+0.8* 100
-*-° Slnce we are not in'an end state we

,'3:_"-: _-;‘E ~ terate again:
— |nitial State = B (2 poss. actions:)
* B->D, B->F,
¢ We randomly choose B->F
* S =F, There are three A" Actions:
— R(B, F) = 100; Q(F, B) & (F, E), Q(F,
F)=0
* Q(B,F) +=100

* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementLearning/
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any learning eprspdes
ple could take the: form:

S0

1 S00

e T

]earned it'is simple to use:

— For any state:

* Take the action that gives the
maximum Q value, until the
goal state is reached.

* Teknomo, Kardi. 2005. Q-Learning by Example. /people.revoledu.com/kardi/tutorial/ReinforcementLearning/
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g e_ level task description or specification can be thought of in
ierms ol the Reward Function R(s,a)
E g. Obstacle avoidance problems can be thought of as a reward

: Z_T"_. inction that give 1 for reaching the goal -1 for hitting an obstacle
—_— “and 0l for everything else.

_ "Robot learns the optimal value function through Q learning and
-_'f‘f-' - applies this function to achieve optimal performance on task
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’I) StateSpacelDescrptionorViohieiRobotsisbest
Sed i terms of vectors ofi real values, not

- r Q -[Cearning to converge to the optimal value function discrete
fates are necessary.

—r _'.'-—. =

- f‘éz'ar"ning IS hampered by large state spaces where
_ = rewards are sparse

i

~ - * FEarly stages of learning system choose actions almost arbitrarily
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* |f the system has a very large state space with relatively few
rewards the value function approximation will never change until a
reward is seen,

* This may take some time.
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Solutionste Applyingl Q-Learnni
WBBIE Robots e

(DREitation of discrete state spaces is overcome
PYAE USE of a suitable value-function
f?)f(‘imator technique.
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TEarIy Q-Learning is directed by either an
= r'automated or human-in-the-loop control policy.

_-:.--
_'—t



Veelltfe stion Approxmat
Velltig 'FICtIOn approxﬁﬂﬁgr,needs'to e

Celf=r A —

ViUSIREVEREXtapolate putoniyinterpolate:

Extrapolating value function approximators have been shown to
il ir_f': benign situations.

-
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5 rt and Kaelbling use the HEDGER algorithm

— _ih'ecks that the query point is within the training data

: == Through constructing a “hyper-elliptical hull” around the data and
~— _testing for point membership within the hull. (Do we have anyone
o who can explain this?)

— |f query point is within the training data Locally Weighted
Regression (LWR) is used to estimate the value function output.

— |f point is outside of the training data Locally Weighted
Averaging (LWA) is used to return a value.

* |n most cases unless close to the data bounds this would be 0.
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eirkRrior Knewledge —. e
g Framework —

ursiin dwerPhases.
reled Py Stpplied contiol PolIcy

2 1: Robot co

Sontrol Code
éin-the-loop-control
L J/\ iem 1S NOT in control of the robot

: _-@ observes the states actions and rewards and uses these to update
he Vvalue function approximation

_ .___‘Purpose of- supplied control policy is to “introduce” the RL system to
Lﬁ"_““mterestlng areas of the state space. E.g. where reward is not zero

—* As Q-Learning is “off-policy” it does not learn the control policy but uses
experiences to “bootstrap” the value function approximation

— Off-policy: “This means that the distribution from which the training samples
are drawn has no effect, in the limit, on the policy that is learned.”

— Phase 2:

* Once the value function approximation is complete enough:
— RL system gains control of the system



prridorollowing Experiment

3 Condliflags .« State Space 3 Dimensions:
i Coeded Control Policy, — Distance to end of corridor

- oop - Distance from left hand wall
tion ol RIELearning only (N6 — Angle to target point

* Rewards:
— 10 for reaching end of corridor
— 0 All other locations

position in
corridor

distance to end



erdorollowing Results

SUUENCOntrolPolicy -

2] ENTOMEBEEStaoT
RBeL final performance statistically | S ——
mgwshable from “Best” or Thhase Qne | rhnase Twe

"“"-:i 4earn|ng to provide optimum

Steps to Goal

—_— poI|C|es In; fact the authors tried to 260
= create a variety of training data to
get better generalization. 2 o

— Longer corridor therefore more B 1

120

steps

80 -
10 5 10

* Simulation Phase One Phase Two
. ) : Training Runs | Training Runs
— Fastest simulation time > 2 Hours

— Phase 1 learning were done in 2
hrs




e State Spéce 2 Dimensions:
— Distance to goal

* Rewards:
— 1 for reaching the target point
— -1 For colliding with an obstacle
— 0O for all other situations

1
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L @hstaclevAvoidance Results

REldEMEskeComidortask s boundedibyitie
SVirenmeERtand has an easily. achievable
SHENIEIININIENGSIEGIE 2VoeIdaNCEtASKINS
PESEIERGNUSIAMISS e arget poniandto
ZIEEIaBN e completely wrong) direction.
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Successful Runs
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SenEn=ihe-Loop

10 20 3 10 20

RePoTinal performance statistically Phase One Phase Two

= — . . o« 5 T o R T - R
—ld @distinguishable from “Best” or raining Runs raining Runs

:e'ptimal Auman joystick control

Steps to Goal

« Simulation
: At the same distance as the real
robot (2m) the RL simulation took
on average > 6 hrs to complete the

task, and reached the goal only
25% of the time.

best example

"optimal”

20 30 10 20
Phase One Phase Two
Training Runs Training Runs
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VallENEtnction Appmtstrapping” withrexample

BIECIOnES Isimuch guickerthaniallowingjalRIL algerithm stiuggle to
[IIERSIIANS

9 f—)_\j\’é S,

=X rlm,)le £ ]ectorles allow' the incorporation of human knowledge.
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Ine: ar a-mple trajectories do not need to be the best or near the
—F ast, | Final performance of the learned system is significantly better
__..~ﬁ _§T1~any of'the example trajectories.

e Generating a breadth of experience for use by the learning system is the
~~ — important thing.

,. %

* The framework is capable of learning good control policy more
guickly than moderate programmers can hand code control policies



POpPeN QUEs 1onsw

piBwicomplex altask cal e earned with sparse reward
furiciors?
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rlovy el es'_é alance of "good” and "bad” phase one
¢ ffect the speed ofi learning?
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Applications to Roomba Tagy

ebot control — Isnft this what we

pUiianinthe loop switchi
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OIES "ét‘generic game definition would provide the basis for:
Stale dIF ensmns
R tructure
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= earmng does not depend upon expert or novice robot
= — c- mllers The optimum control policy will be learnt by a broad
E‘E;' ~ array. of examples from the state dimensions.

— S

~ — Novices may have more negative reward trajectories
- — Experts may have more positive rewards trajectories
— Both sets of trajectories together should make for a better control policy.
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