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Review: MDL

• Learning as compression: find the way to compress data most efficiently.

• Minimum Description length (MDL) principle:

– Estimate parameters θ̂M (ML, MAP etc.)
– The two-stage MDL criterion for model selection:

M∗ = argmin
M

DL
(
XN | θ̂M

)
+ DL

(
θ̂M

)
.

• BIC is an asymptotic approximation for MDL, with θ̂M estimated/transmitted
with precision 1/

√
N .
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Review: information theory

• Entropy of a discrete RV X with multionomial pmf p, where pi = p(X = i):

H(p) = −
M∑
i=1

pi log pi.

• Optimal code for X achieves, asymptotically, H(p) bits per symbol.

• Cost of coding X with code optimal for p̂ = q when the true pmf is p: the
Kullback-Leibler divergence

DKL (p‖q) ,
m∑

i=1

pi log
pi

qi
.
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Plan for today

• A few properties of KL-divergence

• Proof of EM monotonically increasing likelihood.

• Unsupervised learning: clustering

– k-means
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Properties of KL-divergence

• DKL (p‖q) ≥ 0 for any p, q

• DKL (p‖q) = 0 if and only if p ≡ q

• It’s asymmetric:

– If pi = 0, qi ≥ 0
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Properties of KL-divergence

• DKL (p‖q) ≥ 0 for any p, q

• DKL (p‖q) = 0 if and only if p ≡ q

• It’s asymmetric:

– If pi = 0, qi ≥ 0 ⇒ 0 · log(0) → 0.
– If qi = 0, pi ≥ 0 ⇒ pi · log(pi/0) →∞.

• Continuous KL-divergence:

DKL (p‖q) =
∫

p(x) log
p(x)
q(x)

dx.
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Back to EM

• Recall: X are observed, Z are hidden; by chain rule

p (X, Z | θ) = p (Z |X, θ) p (X | θ)
log p (X, Z | θ)− log p (Z |X, θ) = log p (X | θ)

• Now take expectation w.r.t. p
(
Z |X, θold

)
:

Ep(Z |X,θold) [log p (X, Z | θ)]︸ ︷︷ ︸
Q(θ;θold)

−Ep(Z |X,θold) [log p (Z |X, θ)] = log p (X | θ)

CS195-5 2006 – Lecture 23 6



Likelihood of EM solution

log p (X | θ) = Q(θ; θold)− Ep(Z |X,θold) [log p (Z |X, θ)]

• Since θnew = argmaxθ Q(θ; θold), we have Q(θnew; θold) ≥ Q(θold; θold).

• Also,

Ep(Z |X,θold)
[
log p

(
Z |X, θold

)]
− Ep(Z |X,θold) [log p (Z |X, θnew)]

=
∫

p
(
Z |X, θold

)
log

p
(
Z |X, θold

)
p (Z |X, θnew)

= DKL

(
p

(
Z |X, θold

)
‖p (Z |X, θnew)

)
≥ 0.

• So,
p (X | θnew)− p

(
X | θold

)
≥ 0.
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Unsupervised learning

• Three main types of problems in unsupervised learning:

– Density estimation: learning a density function from a few samples.
∗ Closed-form ML or MAP estimation for Gaussian, Bernoulli models; EM for

mixture models.
– Clustering: grouping similar training cases together.
– Dimensionality reduction: learning to represent each training case using a

small number of continuous variables from which the original data can be
almost exactly reconstructed.

• For a clustering problem to be well-defined, we need to decide what “similar”
means.
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Clustering

• We have discussed mixture models as models for density estimation.

– The goal has been to estimate p(x|θ); the hidden variables z were for
convenience.

• What if we only care about z, i.e. which component generated which x?

– Clustering problem: assign each example to a group.
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Gaussian mixture in the limit

• Suppose we fix Σc = σ2I, for all c = 1, . . . , k and set σ2 → 0.

• Suppose c∗ = argminc ‖xi − µc‖ (the closest mean).
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γic =

{
0 if c 6= c∗;
1 if c = c∗.

• The responsibility become “winner take all”.
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k-means clustering

1. Initialize k means µ1, . . . , µk to random locations.

• E.g., set to k randomly chosen distinct examples.

2. Repeat until no change in assignment:

E-step: Assign each example to the closest mean:

yi = argmin
c

‖xi − µc‖.

M-step: Reestimate each mean based only on examples assigned to it:

Let Nc = |{xi : yi = c}| ; µc =
1

Nc

∑
yi=c

xi.
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