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Announcements
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Statistical learning

• Given data, learn to make predictions.

• Supervised learning: train on {(xi, yi)} ∼ p(x, y), learn to predict y0 from x0.

– Classification or regression, depending on the space of y.

• Unsupervised learning: observe {xi} ∼ p(x), learn a model that “explains” x.

– Density estimation: directly estimate p(x)
– Dimensionality reduction: similar to density estimation.
– Clustering: predict cluster memberships
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The steps in solving a learning problem

• Data collection Obtain training data.

• Representation Choose how to represent the data.

• Modeling Choose a hypothesis class, and define the objective–typically,
minimizing some loss.

• Estimation Find best hypothesis you can in the chosen class, w.r.t. the defined
objective.

• Model selection If choosing among different hypothesis classes, apply a model
selection criterion.
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Bias and variance

• Estimation: produce θ̂(X), when the true value is θ.

• Bias: expected deviation of θ̂(X) from θ.

• Variance: expected dispersion of θ̂(X) about its mean.

• Bias-variance tradeoff

– Estimators: Cramer-Rao inequality
– Regression: error=bias2 +variance + irreducible error.

4



Reducing bias

• More complex (flexible) model ⇒ less bias.

• Regression, logistic regression: add more basis functions.

• Graphical models: add edges

• Boosting: add more weak classifiers.

• HMMs: add states, increase complexity of emission model.
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Reducing variance

• More complex (flexible) modes ⇒ more variance.

• Introduce prior

• Regularize by adding a penalty to likelihood.

• Constrain model by reducing degrees of freedom:

– Naive Bayes: forces covariance to be diagonal;
– SVMs: margin constraint
– HMMs: constrain transition matrix, and/or emission model.
– Graphical models: encourage sparsity in the graph.

• Adding more data! Infinite data ⇒ no variance.
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Bias/variance: more examples

• k-nearest neighbor classifier:

– Larger k means more bias but less variance.

• Kernel density estimator:

– Larger kernel width means less bias but more variance.

• SVM

– Higher degree of polynomial, or smaller σ for RBF kernels means more
variance.
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Models and assumptions

• Make assumptions about data, implicit or explicit in the model.

– Capture known or presumed properties:
Markov property, Gaussianity, independence,. . .

– Make computation easy:
closed-form solutions, concave objective, efficient computation,. . .

– Complexity–trade bias for variance

• Derive an algorithm that under the assumptions optimizes the objective.

• Sometimes works well even if the assumptions are manifestly violated!
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Assumptions versus empirical success

Gaussian class-conditionals assumption: Bayes optimal classifier if the data are in
fact Gaussian (and if estimation works well)

−6 −4 −2 0 2 4 6

−5

−4

−3

−2

−1

0

1

2

3

4

5

0 2 4 6 8 10 12
0

2

4

6

8

10

9



Assumptions versus empirical success

Fisher’s LDA: optimal under equal covariances assumption
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Assumptions versus empirical success

Linear regression models:
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True function is of degree 5, but we get very low error with degree 3.
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Exact and approximate optimization

• Often we have to settle for something less than global optimum of the real
objective.

• Approximate objective: compute exact objective is intractable

– k-means clustering

• Local optimum: search for global optimum intractable.

– EM for mixture models
– Greedy methods: boosting, stepwise regression, hierarchical clustering.
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List of concepts - I

• Bias and variance of an estimator

• Mean (expectation), variance, covariance

• Joint, marginal and conditional probability; Bayes rule

• Prior, likelihood, posterior; conjugate prior

• Loss, empirical loss, (expected) risk

– Squared loss, 0/1 loss, log-loss

• Noise model; relationship between Gaussian noise and squared loss
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List of concepts - II

• Regularization

• Decision boundary, decision region, discriminant function

• Bayes-optimal classifier, Bayes risk

• Gradient descent/ascent

• Generative and discriminative probabilistic models

• Feature; kernels, kernel trick.
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Meta-tools

• Regularization methods

– Ridge regression, lasso

• Feature selection: mutual information, stepwise

• AdaBoost

• Cross-validation

• Model selection, Bayesian Information Criterion (BIC)

• Expectation Maximization (EM)

• Mixtures of experts

• Graphical models: inference, semantics.
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List of methods: supervised

• General linear regression models

• Fisher’s linear discriminant analysis

• Logistic regression and softmax

• Gaussian models

• Nearest neighbor classification; locally-weighted regression

• Non-parametric (kernel) density models, and semi-parametric (mixture) models

• Support vector machines
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List of methods: unsupervised

• Parametric density estimation: Bernoulli, Gaussian.

• Semi-parametric: mixture models, and estimation using EM.

• Nonparametric: kernel density estimators.

• Clustering:

– k-means and k-medoids,
– hierarchical clustering,
– spectral clustering.

• Sequential data: Markov and hidden Markov models.

• Principal component analysis (PCA).
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Last bits of advice

• Go over problem sets and solutions, including PS7.

• Make sure you understand the midterm.

• Final rules: closed book, open notes and lecture slides.
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Thanks!

It has been fun to teach this class!
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