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Announcements

e PS1 clarifications:

— P.5: "quadratic regression” means quadratic in x.
— P.5: Why not try higher order models?

e MLRG today: introduction to sampling methods
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e Fisher’s criterion: insher(w) =

— Resulting 1D projection:

A

W

1

where S; = 7> _.(xi —m)(x; — m,)

Review

separation between projected means?

sum of projected within-class variances

T

e Decision boundary set by w!x + wy = 0.
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Linear separation of classes

e Classifying using a linear decision boundary (as in Fisher's method) effectively
reduces the data dimension to 1.
e Important questions:

— What's the optimal projection?
— How does one set the bias wq?
— Can we do better with more complex decision boundaries?
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Risk of a classifier

e The risk (expected loss) of a C-way classifier h(x):

R(h) = /Z L(h(x),c) p(x,y = ¢)dx
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e (Clearly, it's enough to minimize the conditional risk for any x:
C

R(h|x) = 3 L(h(),c)p(y = c|x).

c=1
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Conditional risk of a classifier
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Conditional risk of a classifier

R(h|x) = ) L(h(x),0)p(y = c|x)
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Conditional risk of a classifier

R(h|x) = ) L(h(x),0)p(y = c|x)
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Conditional risk of a classifier

C
R(h|x) = Y L(h(x),c)p(y = c|x)
= 0-ply=hx)|x)+1- > ply=c|x) = Y py=clx)

c#h(x) c#h(x)
=1-p(y=h(x)|x).

e Thus, to minimize conditional risk given x, the classifier must decide

h(x) = argmaxp (y = c| x) .

C

e This is the best possible classifier in terms of generalization, i.e. expected
misclassification rate on new examples.
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Bayes rule

e Some terminology:

class-conditional density pe(x) = p(x|y=c)
(also called likelihood)
prior probability P. = p(y =c¢)
posterior probability — p(y = c¢|x)

compound density /probability of data p(x) = Zp(x, y=c)= ch(x)Pc.

e Usually we don’t have direct access to p(y|x). But suppose we know p (x|y)
and p(y).

e Bayes rule: Using the product rule p(a,b) =p(a|b)p(b) =p(bla)p(a),

p(x|y)p(y)
p(x)

p(ylx) =
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Bayes classifier

p(x|y)p(y)
p(x)

p(ylx) =

e The classifier that minimizes conditional risk for given p (x| y),p(y) is called the
Bayes classifier

h*(x) = argmaxp(y = c|x)

C

o pxly=aply=0)
- e p(x)
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Bayes classifier

p(x|y)p(y)
p(x)

p(ylx) =

e The classifier that minimizes conditional risk for given p (x| y),p(y) is called the
Bayes classifier

h*(x) = argmaxp(y = c|x)

— argmax? (xly=¢)ply =¢)
c p(x)
= argmaxp (x|y = c)p(y = ¢)

C

(Data probability term p(x) is equal for all ¢s.)
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Bayes classifier

p(x|y)py)

p(x)

p(ylx) =

e The classifier that minimizes conditional risk for given p (x| y),p(y) is called the
Bayes classifier

h*(x) = argmaxp(y = c|x)

= argmaxp (x|y = c)p(y = ¢)

C

= argmax {log p.(x) + log P, } .

C

(Data probability term p(x) is equal for all ¢s.)
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