I. PSPACE completeness (= NPSPACE completeness)

A. DEFINITION: B is PSPACE complete if and only if

1. B is in PSPACE

2. Every A in PSPACE is polynomial time reducible to B.

B. Why do we use polynomial time reducibility?

1. If B, a PSPACE complete problem, is as difficult or more difficult than any other problem in PSPACE, then any PSPACE problem must be reducible to B, and that reduction must be comparatively simple.  Therefore, the bound on the reduction must be tighter than the bound on the problems in PSPACE.

2. To observe this, imagine that B is the language L = {1}, and that A is an extremely difficult problem in PSPACE.  The reduction from A to B could be the algorithm C which requires space n^10, figures out if its input is in A, and returns 1 if it is, 0 if it isn’t.

3. Time bounds are stricter than space bounds, so polynomial time is tighter than polynomial space.

C. A fist PSPACE complete problem: 

1. TQBF = {<w>| w is a true fully quantified Boolean formula}

2. What is a fully quantified Boolean formula?

a. A quantified Boolean formula is a regular Boolean formula (the AND, OR, and NOT operations on the constants 1 and 0) with two new operations, ( and (, which are called quantifiers.

i. (x means “for all x,” for any variable x, as in the true statement (x [NOT (x AND (NOT X))] or the false statement (x [x].

ii. (x means “there exists some x such that,” for any variable x, as in the true statement                            (x [NOT (x OR x)].

b. These quantifiers can be combined to form expressions like (x (y [x AND y = x] = “There exists an x, such that for all y, x AND y has the same value as x.

c. Note that quantifiers are dealt with in the order that they appear, so order matters here.  For example,  (x (y [x XOR y] means that for all x, there exists some y such that x XOR y is true, a clearly true statement.  But (x (y [x XOR y] means that there exists some x such that for all y, x XOR y is true, which is a clearly false statement.

d. A quantifier applies only to the section of the mathematical statement contained in the brackets which follow the quantifier.  This section of the statement is said to be within the scope of the quantifier.  When all the variables in a Boolean formula are within the scope of a quantifier, the Boolean formula is said to be fully quantified.

3. Proof that TQBF is PSPACE complete

a. TQBF is in PSPACE.  This is shown by the following recursive algorithm, T.  T = On input <w>, a fully quantified Boolean formula,

i. If w contains no quantifiers, then it contains only constants, since w is fully quantified, so just evaluate it and accept it if it’s true and reject it if it’s false.

ii. If w equals (x [w’], then recursively call T on w’, first with 0 substituted for x, then with 1 substituted for x.  If either result is accept, then accept.  Otherwise, reject.

iii. If w equals (x [w’], then recursively call T on w’, first with 0 substituted for x, then with 1 substituted for x.  If both result are accept, then accept.  Otherwise, reject.”

iv. The space complexity for this algorithm is linear, because we have a recursion depth equal to the number of variables in w, and we store the value of a single variable at each level of recursion.

b. TQBF is PSPACE hard.

i. The tableau method used to prove that SAT is NP-complete doesn’t work here, simply because PSPACE may be bigger than NP, so we don’t know that we’re dealing with problems that can be solved in non-deterministic exponential time, and the tableau might have rows exponential on n.  If this were the case, it would obviously take time exponential on n to solve.

ii. Therefore, we use a different reduction method.  The reduction algorithm, given a machine M and a sting w, where M decides w in space polynomial on |w|, converts w into a quantified Boolean formula v which is true iff M accepts w.

iii. I am not going to write out this entire proof because it’s long and I’d just be copying Sipser nearly verbatim, but it’s really sweet, so take a look at it in Sipser if you’re not sure you understood it in the lecture, and try to make head and tail of it.

II. Classes L and NL.

A. L = SPACE(log n)

B. NL = NSPACE(log n)

C. Example of a problem in L:    A = {0k 1k| k >= 0}.

1. Earlier we solved this by zigzagging back and forth, deleting 0s and 1s as we went.  That uses linear space, writing out the entire string and deleting characters as it goes until none are left.

2. We can do it instead by counting the number of zeros and the number of ones.  This takes time = (2log n)

D. PATH, a problem which is in NL, but not in L

1. PATH = {<G, s, t> | G is a directed graph that has a directed path from s to t.  

2. We do not know how to solve it in deterministic log space.

3. The non-deterministic machine M which decides PATH works as follows:

a. Copy s from the input tape to the work tape.

b. Repeat for m repetitions, where m is the number of nodes in the graph.

i. From the set of nodes which can be reached from the node on the work tape, non-deterministically select the one which will lead to an accept state, if such a node exists.

ii. Replace the node on the work tape with the node just selected..

iii. If that node is t, halt and accept.

c. If the machine has not accepted after m repetitions, halt and reject.

4. This requires log n tape cells to hold the value of the node being examined, and log n tape cells to hold the tally of the number of repetitions so far completed, which makes SPACE(2(log n)) = SPACE(O(log n))

E. Let’s take a short interlude to introduce a couple of definitions.  Since we have redefined our Turing machines to deal with log-space problems by separating the read-only input from the read-write work tape, we must now redefine a couple of other concepts for use with log space.

1. A definition of configuration for log space problems: If M is a TM with a separate read-only input tape, then define a configuration of M on w to be a setting of the state, the work tape, and the positions of the two heads.  The configuration does not include the contents of the input tape.

2. A definition of a function computation for log space problems: A log space transducer is a TM with a read-only input tape, a read/write work tape, and a write only output tape.  The work tape is O(log n) cells long.  We say that a log space transducer M computes a function f if, when started with w on it’s input tape, M halts with f(w) on it’s output tape.  f is called a log space computable function.

3. A definition of reducibility for log space problems: Language A is log space reducible to language B, written A <=L B, if A can be reduced to B by a log space transducer, i.e. if the reduction from A to B is a log space computable function.

III. NL-completeness.

A. Definition: a language B is NL-complete, if

1. B is in NL, and

2. Every A in NL is log space reducible to B.

3. Note that we use deterministic log space for the reduction bound on NL, just as we used deterministic poly-time for the reduction bound on NP.

B. PATH is NL-complete.

1. We have already shown that PATH is in NL.  It remains to be shown that we can give a log space reduction from any language in NL to PATH.

2. Say that we are given machine M and input string w where M decides w in space k(log n).  To do this, we will create a directed graph G whose nodes {c1, c2, … cm}  are the m (=2d*k(log|w|)) configurations of M on w, and which has an edge {ci, cj} if there is legal transitions of M on w from configuration ci to configuration cj.  If we then take machine P which decides PATH, we can run it on input (G, s, t), where s is the starting configuration of M on w and t is the accepting configuration of M on w, and P will accept if the accepting configuration of M can be reached from the starting configuration on input w and reject if it cannot.

3. To show that this is a log space reduction, we construct a log space transducer T, which, on input <M, w>, returns a description of <G, s, t>

4. Note that since t is a unique accepting configuration, the accept configurations of M should be condensed when constructing G.

5. In order to do this, before obtaining a description of G, T first writes on its work tape a new row in M’s transition table for each existing accept state.  This new row creates a transition from the existing accept state to a new state, qa.  Then T writes transitions from qa to itself so that, once in qa, on any input, M deletes the entire work tape and moves all three tape heads to the far left of the three tapes.  Now t can be the configuration of M in which the work tape is blank, all three tape heads are at the left of their respective tapes, and M is in state qa.  Since a row of the state-table has constant length, this takes space linear in the number of states of M, so with |w| big enough, this is still within log space.

6. Now we can obtain the description of G.  The description of G consists of two lists: a list of nodes followed by a list of edges.

7. To obtain the list of nodes, T canonically lists strings of length k(log |w|) on its work tape one at a time.

a. After writing down each string, T checks to see if it is a legal configuration of M on w.  This can be done by simulating M on w – remember that we have to include the configurations of M produced by the newly added state qa and the corresponding rows of the transition table.  Since M runs in space k(log |w|) and each string to be tested is length k(log |w|), the total spaced used by T to this test is 2k(log |w|) = O(log |w|), and since the input to T is (|<M>| + |w|) < w, we are still within logarithmic space.

b. Note that the new configurations created by the new state qa do not increase the space used by M because qa only deletes characters; it doesn’t write new ones.

c. If T determines that the string being tested is a legal configuration of M on w, it prints the string on it’s output tape.  If not, it does nothing.

d. T then deletes the tape cells that were used to simulate M on w and replaces the string that was just tested with the next string of length k(log |w|) in the canonical ordering of strings, and repeats.

e. When T has listed and tested all strings of length k(log |w|), it erases the entire work tape – except the part which holds the new transitions of M to and from qa – and moves on to listing the edges.

8. To obtain the list of edges, T again canonically lists nodes, this time two at a time, tests to see if each is a legal configuration of M on w, then tests to see if the second is a legal transition from the first, and prints the two as an edge if it is.

a. T writes the first string of length k(log n) on its work tape and tests to see if it is a configuration of M on w by the same method used above.

b. If it isn’t, it deletes it and jumps to step ix.

c. If it is, then T canonically lists each string of length k(log n) one at a time, writing them to the right of the first string on the work tape.

d. T then tests the second string on the work tape to see if it is a legal configuration of M on w.

e. If it is not, then T jumps to step viii.

f. If it is, then T checks if the second string on the work tape has a legal transition from the first string.

g. If it does, T prints the two strings as a directed edge.  If not, it does nothing.

h. T then deletes the second string on the work tape and replaces it with the next string of length k(log n) in the canonical ordering and repeats.

i. Once T has listed all strings of length k(log n) next to the first string, it deletes replaces the first string with the next k(log n) length string in the canonical ordering of strings and repeats from the top.

9. When all the strings of length k(log n) have been compared to all other strings of length k(log n), T reads M’s start configuration from the input tape and prints it.  Then T prints the unique accept configuration in which the work tape is blank, the tape heads are on the left, and the machine is in state qa.  Then T halts. 

C. Here Sipser has a result which I think is trivial.  Please take a look at Sipser’s proof and at my argument and tell me what you all think.  The proof is that NL ( P.  The argument goes as follows.

1. PATH is in P, by Theorem 7.12 – which used node marking to solve PATH in polynomial time.

2. All NL problems are reducible to PATH in deterministic log space.

3. A machine which runs in space f(n) runs in, at most, time n2O(f(n)), so, if a log space transducer runs in space O(log n), then it runs in at most time n2O(log n) = n2.

4. Therefore, all NL problems are polynomial time reducible to PATH which is in P, so all problems in NL are in P.

D. The reason I think this result is trivial is as follows.

1. The result that a machine which runs in space f(n) runs in, at most, time n2O(f(n)), comes from the fact that there are only n2O(f(n)) possible configurations for a machine on f(n) tape cells.

2. Non-deterministic machines which run in logarithmic space, i.e. machines deciding problems in NL, only use f(n) tape cells, so they still have no more than n2O(f(n)) possible configurations on an input of length n.

3. We therefore do not need to separately prove that they are in P.

E. Tell me what y’all think.

IV. NL = coNL..  Sipser doesn’t really say anything about this besides how to prove it, so here goes.

A. This proof is very tricky in the way in which it uses non-determinism.  Before trying to follow it, it’s probably a good idea to go back and make sure we understand a couple of things about how non-determinism works.

1. Why is co-NP not necessarily in NP?

a. I mean, let’s say you have the converse of an NP-complete language; why can’t you just take the machine which solves the corresponding NP-complete language and take the NOT of the result?

b. Because for a problem to be in NP, there has to be a non-deterministic Turing Machine which solves it in polynomial time, so externally taking the NOT of the result of a machine is not allowed.

c. Well, ok, why not design a machine M which simulates the machine which solves the NP complete problem and then takes the NOT of the simulated result – that’s all being done by a TM.

d. Here’s the problem: Non-determinism does not help you get the “right” answer; rather it helps you get the answer “yes”, whether or not that’s the right answer.  So, if you try to simulate M and then accept if it rejects and reject if it accepts, the non-determinism is going to take M down the fastest rout to rejection, because that’s the best way to reach an accept state for the whole machine.

e. OK, that was Savage wording, and I know you all have this irrationally intense gripe with the Savage model of non-determinism, so here’s the Sipser explanation: The overall machine which is simulating M is going to halt when one of its paths accepts; that accepting path will correspond to a rejecting path on the simulated machine M.  But, there might have been an accepting path that M could have taken which would have lead to an overall rejection by the outer machine.  Since, being an NTM, M is designed to accept if a single path leads to an accept state, M might end up rejecting in order to get an accept state in the outer machine, even though it had an accepting path and should have accepted had it been run on its own and not in simulation.

2. Why do we have an NTM verify a certificate for a problem after it has guessed it?  Is it because we think it might have guessed wrong?  Why not just accept the moment we have a certificate?

a. The reason is that if we simply accepted once it guessed a certificate, the machine would always guess a certificate even when there wasn’t one, and if there was one it wouldn’t have any reason to guess the right one. 

b. If we verify the certificate and reject it if it does not verify, then the machine will only guess the correct certificate.

c. To put it in the Sipser metaphor, we put the verification in so that the only accepting path is the one in which the machine writes down the correct certificate.  Therefore, that path will halt and accept and the others will not.

B. Ok, on to the proof.  Since PATH is NL-complete, solving (PATH in log space is sufficient to prove that NL=co-NL.  To prove this, assume that (PATH is in NL, and show that any problem A in co-NL can be solved in log space.

1. If A is in co-NL, (A must be in NL, so (A reduces to PATH.

2. To solve an instance of A, reduce the corresponding instance of (A to an instance of PATH.

3. Solve the corresponding instance of (PATH.

4. The result of this will be the solution to the original instance of A.

5. The reduction from (A to PATH takes O(log n) by the definition of NL-completeness.

6. The solution of (PATH takes O(log n) by the assumption of the proof.

7. Therefore, A can be solved in 2*O(log n) = O(log n) space.

C. Therefore, to prove that NL=co-NL, we will show a solution for (PATH in log-space.  Construct machine M which, on input <G, s, t> runs in log space and solves (PATH.

1. First machine M obtains c, a constant representing the number of nodes reachable from s.  Once this is done, we will find c nodes reachable from s, and if t is not one of them we will accept; otherwise, we will reject.  If this sounds like a cockeyed way of going about this, bear with me.  I thought it sounded pretty cockeyed too.

a. To obtain c, oddly enough, we’re basically going to find all c nodes which can be reached from s and count them… yes, yes, I know.

b. We’re going to do this inductively/recursively, so first we’ll define ci to be the number nodes reachable from s in i steps, and Ai to be the collection of nodes reachable from s in i steps; i.e. |Ai| = ci.  Now the c we’re looking for is cm where m is the number of nodes in the graph, because once we go more than m distance from s, we know we’re just looping.

c. Now we can make our base case: A0 = {s} and s0 = 1.

d. Now we show how to get Ai+1 and ci+1 from Ai and ci.

i. ci = |Ai|.

ii. For every node v in G, go through all nodes in Ai and check whether there is a vertex in G from one of the nodes in Ai to v. 

iii. In order to determine which nodes are in Ai, go through all he nodes of G and guess whether each one is in Ai.  For each node u that is guessed to be in Ai, verify it by guessing a path from s to u in i steps.  If the verification fails, reject that branch of the computation.

iv. Count all nodes verified to be in Ai.  If the number counted is not ci, which we have written on the tape from the last level of recursion, then reject this branch of the computation.

v. Now, there’s one more complication which is that the way I’ve explained this, we find all the nodes in Ai, count them, and check whether each on has an edge to v.

vi. But that might take time in linear in the number of nodes, which is not ok.  So, instead, we keep a running tally of the nodes in Ai and compare each one with v as we go, deleting each one before writing the next, and somewhere keeping a binary tally of how many of the nodes of G we’ve checked for membership in Ai.

e. We do this, keeping rack of i, until i = m, meaning that we have cm.

f. Now, for each node u in G, machine M non-deterministically guesses if u is reachable from s.

g. If it guesses it is, then it verifies by guessing a path of length m from s to u.  If the verification fails we reject that branch of computation.

h. If, at any point, we guess that t is reachable from s, we reject.

i. While guessing nodes reachable from s, we keep a running tally of how many have been verified – again, we have to delete them after checking them to avoid linear space.

j. Once we have checked all nodes of G and guessed them either to be reachable or not reachable from s, we compare our tally of how many nodes were verified to be reachable from s to c.  If the tally is not equal to t, we know we did not guess all the nodes reachable from s, so we reject this branch of computation.

k. If s does equal c, and t has not been guessed, then we have guessed all the nodes reachable from s on the graph G, and t was not among them, so we accept.

This conclude the second lecture

