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Abstract

We are interested in the problem faced by an agent with limited compu�

tational capabilities� embedded in a complex environment with other agents

and processes not under its control� Careful management of computational re�

sources is important for complex problem�solving tasks in which the time spent

in decision making a�ects the quality of the responses generated by a system�

This paper describes an approach to designing systems that are capable of tak�

ing their own computational resources into consideration during planning and

problem solving� In particular� we address the design of systems that manage

their computational resources by using expectations about the performance of

decision�making procedures and preferences over the outcomes resulting from

applying those procedures� The approach we propose is deliberation scheduling�

explicit manipulation of expectations on the behavior of the environment and

the bene�ts of computation in order to determine how computational resources

should be allocated�
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� Introduction

This paper describes an approach to designing systems that are capable of taking

their own computational resources into consideration during planning and problem

solving� In particular� we are interested in the design of systems that manage their

computational resources by using expectations about the performance of decision�

making procedures and preferences over the outcomes resulting from applying such

procedures�

The work described in this paper can be seen as a response to a movement�

started in the early �����s� away from systems that make use of complex represen�

tations and engage in lengthy deliberations� and towards systems capable of making

many very simple decisions quickly� This movement brought about the advent of

the so�called 	reactive systems
 ��� 

� ���� Most reactive systems are essentially

programming languages for building systems that must be responsive to their envi�

ronment�

Many of the researchers building reactive systems were interested in robotics

and decision�support applications requiring real�time response� The responsiveness

of reactive systems was in stark contrast with the performance of most planning and

problem solving systems in use at that time� Most existing planning systems were

essentially o��line data processing procedures that accepted as input some initial

�and generally complete� description of the current state of the environment� and�

after some indeterminate �and generally lengthy� delay� returned a rigid sequence

of actions which� if the environment was particularly cooperative� might result in

the successful achievement of some goal�

Reactive systems might be seen as an extreme response to the shortcomings of

the existing planning systems� Reactive systems provided responsiveness at the cost

of shallow and often short�sighted decision making� Since there were no proposals for

how to control decision making in time�critical situations� researchers turned away

from the traditional approaches to planning and attempted to incorporate more

sophisticated decision making into reactive systems� Unwilling to sacri�ce response

time� the researchers that were trying to improve the decision�making capabilities

of reactive systems were forced to trade space for time� often without a great deal

of attention to the consequences�

Some of the dissatisfaction with complex representations and complicated delib�

eration strategies was due to misinterpreting asymptotic complexity results as evi�
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dence of the existence of impassable computational barriers� Proofs of NP�hardness

certainly indicate that we must be prepared to make concessions to complexity in

the form of tradeo�s� The lesson to be learned� however� is that we have to control

inference� not that we have to abandon it altogether�

In this paper� we discuss an approach to the explicit control of computation in

time�constrained situations� We call this approach deliberation scheduling� Delib�

eration scheduling involves the explicit allocation of computational resources based

on the expected e�ect of those allocations on the system�s behavior� Section �

provides a brief historical background to the current work on deliberation schedul�

ing� In Section 
� we introduce concepts from decision theory that are useful for

reasoning about expectations and preferences on the system�s interaction with its

environment� In Section �� we discuss two di�erent ways of modelling deliberation

and the costs and expected bene�ts of time allocated to deliberation� One of those

models involves the use of anytime algorithms� algorithms that can be interrupted

at any point to supply an answer whose quality increases with increasing computa�

tion time� In Section �� we demonstrate the application of deliberation scheduling

using anytime algorithms to a class of abstract time�dependent problems called

time�dependent planning problems� providing an optimal deliberation scheduler for

a simple subclass and discussing some ways in which this class might be extended�

The rest of the paper concerns some of the practical issues that arise in trying

to do deliberation scheduling for more complex problems� Section � talks about

how to go about �nding or constructing useful anytime algorithms and about the

problem of constructing useful expectations on the behavior of those algorithms�

Section � is a discussion of the di�culties of calculating the expected utility of the

system�s behavior and constructing an appropriate deliberation scheduler�

� Historical Background

Much of the work on deliberation scheduling has employed decision theory� �� I� J�

Good�s work on Type II rationality laid the foundations for most of the work on

decision theoretic deliberation scheduling that has been done since �����

A line of work running back to �
�� views deliberation time as being quantized

into chunks of �xed� though not necessarily constant� size� Sproull �
�� applies this

�Not all of it� however� See� for example ���� ��� ���
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model to a system for planning travel itineraries� though he is more concerned with

the use of decision theory to guide planning choices� In ����� the deliberative chunks

are called 	methods�
 In �
��� the computation to be controlled is modeled as a

sequence of 	inference steps
 leading to the performance of an action� One of the

problems with allocating deliberation time in discrete increments is that it is easy

to wind up with a combinatorial problem �����

An alternative approach is to assume that deliberation is performed using any�

time decision procedures ���� �also called �exible computations in ������ and that

time can be allocated in values drawn from a continuous range �this is inevitably an

approximation�� Brie�y� the advantages of this approach include an ability to make

use of any amount of time available� robust behavior in the presence of unexpected

interruption� and simplifying the problem of optimal or near�optimal deliberation

scheduling� Both of these approaches are discussed in more detail in Section ��

The use of deliberation scheduling has been explored in several domains� includ�

ing planning ��
� ���� search �
�� ��� ���� medical decision making ����� and robot

control ���� ���

� Decision Theory and the Control of Inference

Probability and decision theory are methods for dealing with uncertain information

and outcomes on the basis of a small set of axioms concerning rational behavior

�
��� If you accept the axioms� decision theory provides a powerful set of tools for

modelling and evaluating decision making under uncertainty� Deliberation schedul�

ing for independent agents �i�e�� robots� can involve several sources of uncertainty�

including the future occurrence of events� sensor limitations� and incomplete knowl�

edge of the e�ects of actions� In addition� we have only limited knowledge of the

e�ects of allocating time to the decision procedures used for deliberation� Much of

the work on deliberation scheduling has employed decision theory��

We begin with the idea of a decision procedure� a procedure used by an agent

to select an action which� if executed� changes the world� Some actions are purely

computational� For our purposes� such computational actions correspond to an

agent running a decision procedure� and we refer to such actions as inferential� The

results of inferential actions have no immediate e�ect on the world external to the

�Not all of it� however� See for example �����






agent� but they do have an e�ect on the internal state of the agent� In particular�

inferential actions consume computational resources that might be spent otherwise

and result in the agent revising its estimations regarding how to act in various

circumstances� In addition to the purely computational actions� there are physical

actions that change the state of the world external to the agent� but that may also

require some allocation of computational resources�

Real agents have severely limited computational capabilities� and� since inferen�

tial actions take time� an inferential action may end up selecting a physical action

that might have been appropriate at some earlier time but is no longer so� In�

ferential actions are useful only insofar as they enable an agent to select physical

actions that lead to desirable outcomes�� Decision theory provides us with the lan�

guage required to talk precisely about what it would mean for an action to lead

to a desirable outcome� Before we can proceed further� we will need some precise

language for talking about possible outcomes and stating preferences among them�

The language that we adopt is borrowed directly from statistical decision theory�

Let � correspond to a set of possible states of the world� We assume that the

agent has a function�

U � �� R�

that assigns a real number to each state of the world� This is referred to as the

agent�s utility function�� These numbers enable the agent to compare various states

of the world that might result as a consequence of its actions� It is assumed that

a rational agent will act so as to maximize its utility� The quantity� U��� where

� � �� is generally meant to account for both the immediate costs and bene�ts of

being in the state � and the delayed costs and bene�ts derived from future possible

states� We assume that there is some deterministic or stochastic process governing

the transition between states� and that this process is partially determined or biased

by the agent�s choice of action� In the case of a stochastic process� the agent cannot

know what state will result from a given action and must make use of expectations

regarding the consequences of its actions� In order to account for these longer�

term consequences� it is often useful to think of the agent as having a particular

long�term plan or policy� In such cases� the agent will generally assign an expected

�Inferential actions are also useful for learning purposes� as in learning search strategies� but

even here the actions are ultimately in service to selecting physical actions that lead to desirable

outcomes�
�See Cherno	 and Moses �
�� Barnett ���� or Pearl ���� for discussions regarding the axioms of

utility theory�
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utility to a given state based upon the immediate rewards available in that state

and expectations about the subsequent states� given that the agent continues to

select actions based upon its current policy�

In addition to expectations about the possible future consequences of its physical

actions� an agent capable of reasoning about its computational capabilities must also

have expectations regarding the potential value of its computations� and estimates of

how long those computations are likely to take� In the work discussed in this paper�

an agent is assumed to engage in meta�reasoning� For our purposes� meta�reasoning

consists of running a decision procedure whose purpose it is to determine what other

decision procedures should run and when� We prefer the term deliberation scheduling

���� to the more general meta�reasoning and will use the two interchangeably in this

paper� If the meta�level decision procedure takes a signi�cant amount of time to

run� it must be argued that this time is well spent� In some cases� the time spent in

meta�reasoning is small enough that it can be safely ignored� in other cases� it may

be useful to invoke a meta�meta�level decision procedure to reason about the costs

and bene�ts of meta�reasoning�

Deliberation scheduling is accomplished by a sequence of decisions made by

the system as time passes� events happen� and new information becomes available�

These allocation decisions in�uence the system�s behavior� Preferences on various

outcomes or sequences of events are encoded in the utility function U� We treat the

value of U as a random variable dependent on the actual outcome of a decision or

a sequence of decisions and calculate its expected value� This is how we evaluate

strategies for deliberation scheduling� an optimal deliberation scheduler maximizes

the expected utility of its decisions� given what it knows about the environment and

the e�ect of those allocations�

� Deliberation

Currently� there are two main approaches to modelling the allocation of deliberation

and the e�ects of of that allocation� The �rst treats deliberation as being divisible

into 	chunks�
 such that the allocation of each chunk is a separate decision� The

second approach approximates deliberation allocations as being drawn from a con�

tinuous range� such that the decisions being made are both what procedure to run

and how much time to allocate to it�
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��� Discrete Deliberation Scheduling

In Russell and Wefald�s work �
��� the computation to be controlled is modeled as

a sequence of inference steps leading to the performance of an action� The utility

of a particular inference step is de�ned in terms of its e�ect on the eventual choice

of action and the state in which the action is executed��

At any given time the agent has a default action � � A which is the action that

currently appears to be best� In addition� the agent has a set of computational

actions fSig which might cause the agent to revise its default action� The agent is

faced with the decision to choose from among the available options� �� S�� S�� � � � � Sk�

Computational actions only a�ect the agent�s internal state� However� time passes

while the agent is deliberating and opportunities are lost� so the net value of com�

putation is de�ned to be the di�erence between the utility of the state resulting

from the computation minus the utility of the state resulting from executing ��

V�Sj� � U��Sj���U������

In order to simplify reasoning about the utility of combined computational and

base�level actions� Russell and Wefald separate the intrinsic utility� that is the utility

of an action independent of time� from the time cost of computational actions�

de�ning the utility of a state as the di�erence between these two�

�U��Ai� �Sj��� � �UI��Ai��� TC�Sj��

It should be noted� however� that determining an appropriate time cost func�

tion can become quite complicated in applying Russell and Wefald�s approach� In

particular� costs concerning hard and soft deadlines must be accounted for by this

function� In the game�playing application explored in �
��� there are no hard dead�

lines on a per�move basis� instead there is a per�game time limit that is factored

into the time cost� In many time�critical problem solving applications� calculat�

ing the time cost can be quite complicated �e�g�� consider the sort of medical care

applications investigated in ���� and ������

There are a number of assumptions that Russell and Wefald make in their anal�

ysis� First� it is assumed that the agent considers only single computation steps�

estimates their ultimate e�ect� and then chooses the step appearing to have highest

�For a more detailed discussion of the work presented in this section� see ����
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bene�t� This is referred to as the meta�greedy assumption� Second� the computa�

tion of expected utility assumes that the agent will take only a single additional

search step� This is referred to as the single�step assumption� Finally� it is assumed

that a computational action will change the expected utility estimate for exactly

one base�level action� In Russell and Wefald�s state�space search paradigm� this is

referred to as the subtree�independence assumption�

The assumptions stated in the previous paragraph may seem overly restrictive�

but it is quite di�cult to avoid these or similar assumptions in general� Pearl �
��

identi�es two assumptions that most practical meta�reasoning systems ascribe to�

no competition� each information source is evaluated in isolation from all the others�

and one�step horizon� we consult at most one additional information source before

committing to a base�level action� Assessments of information sources based on the

no�competition and one�step�horizon assumptions are referred to as myopic� and

most practical systems employ myopic decision policies�

The next piece of research that we consider in this section is due to Etzioni �����

and it borrows from the Russell and Wefald work� and builds on the early work

of Simon and Kadane �
�� on satis�cing search� It is particularly interesting for

the fact that it attempts to combine the sort of goal�driven behavior prevalent in

arti�cial intelligence with the decision theoretic view of maximizing expected utility�

In Etzioni�s model� the agent is given a set of goals� a set of methods� and a deadline�

The agent attempts to determine a sequence of methods

� � m���� m���� � � � � mk���� m���� m���� � � � � mk���� � � � � m��n� m��n� � � � � mkn�n

where mi�j is the ith method to be applied to solving the jth goal� The idea is

that the agent will apply each method in turn until it either runs out of methods

or achieves the goal� at which point it will turn its attention to the next goal�

For the case in which the agent has a single goal and multiple methods for

achieving it� computing a sequence � of methods which maximizes the probability of

achieving the goal by the deadline is straightforward� In the case of an agent faced

with multiple goals� even where there is only one method for each goal� optimal

choice of a sequence of methods is more di�cult� By reducing the knapsack problem

���� to the problem of computing the expected opportunity cost� Etzioni shows

that computing the expected opportunity cost of a method is NP�complete� � The

	expected opportunity cost
 of a method is a measure of the bene�t that might

�The knapsack problem involves a set of objects represented by value
volume pairs� The problem
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Figure �� Plots relating �i� time spent in computation to the precision of a probabilis�

tic calculation� and �ii� precision to the value associated with getting the diagnosis

correct and treating the patient accordingly �after ������

have been gained using other methods �for goals of equal weight� the di�erence in

the probabilities of achieving a goal using this method as opposed to another��

It is not too surprising that there are some hard problems lurking among the de�

liberation scheduling problems that underlie decision�theoretic control of inference�

It should be pointed out� however� that all we should really be concerned with is the

expected cost of meta�reasoning� and that in many practical applications approxi�

mations are much preferred to even polynomial�time methods for computing exact

solutions� In the next section� we see how approximation algorithms for computa�

tionally expensive problems can provide us with even greater �exibility in allocating

processor time to decision procedures�

��� Flexible Computations and Anytime Algorithms

In this section� we consider two independently developed but closely related ap�

proaches to decision�theoretic control of problem solving� The two approaches are

due to Dean and Boddy ���� and Horvitz ����� Horvitz refers to his decision pro�

cedures as �exible computations and Dean and Boddy refer to theirs as anytime

algorithms� but the basic idea behind the two proposals is the same� and we will use

the two terms interchangeably�

In the ideal �exible computation� the object�related value of the result returned

by a decision procedure is a continuous function of the time spent in computa�

is to determine whether a given value K can be obtained by summing values for a set of objects

whose summed volume is less than a speci�ed N �
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tion� The notion of 	object�related value
 of a result is to be contrasted with the

	comprehensive value
 of a system�s response to a given state� For example� the

object�related value of the answer returned by a diagnostics procedure will be some

measure of how good the answer is �e�g�� the probablility of a correct diagnosis�� �

The comprehensive value of the system�s response is related to the current situa�

tion� applying therapy based on a correct diagnosis to a patient who has expired

while the diagnosis was being determined will not have a high comprehensive value�

however good the diagnosis may be�

In some cases� the task of relating a result to the comprehensive value of the

overall response can be quite complex� This is especially so in cases in which there

are several results from several di�erent decision procedures� In these cases� it is

often convenient to make the assumption that the value function is separable so that

the comprehensive value of the system�s response can be computed as the sum of

the value of a sequence of outcomes�

We assume that a �exible computation can be interrupted at any point dur�

ing computation�hence� the name 	anytime
�to return an answer whose object�

related value increases as it is allocated additional time� Horvitz provides a good

example of a �exible computation and an analysis of its object�related value drawn

from the health care domain� Suppose that we have an anytime algorithm that

computes a posterior distribution for a set of possible diagnoses given certain in�

formation regarding a particular patient� Figure ��i �from ����� shows a graph that

relates the precision of the result returned by this algorithm to the time spent in

computation� The object�related value can be determined as a function of precision

by considering the expected utility of administering a treatment based on a diagnosis

of a given precision ignoring when the treatment is administered �see Figure ��ii��

The comprehensive value of computation is meant to account for the costs and

bene�ts related to the time at which the results of decision procedures are made

use of to initiate physical actions� Figure ��i �from ����� indicates how a physician

might discount the object�related value of a computation as a function of delay

in administering treatment� The comprehensive value of computation is shown in

Figure ��ii and is obtained by combining the information in Figures ��i� ��ii� and ��i�

This method of combining information assumes both time�cost separability �object�

related value and the cost of delaying a decision are independent functions of time�

and a one�step horizon �the value of the physician�s response is not dependent on

�Object�related value is exactly Russell and Wefald�s intrinsic utility�
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Figure �� Plots indicating �i� a discounting factor for delayed treatment� and �ii�

the comprehensive value of computation as a function of time �after ������

any further decision�making or information gathering��

Horvitz has addressed a number of interesting theoretical issues in the use of

anytime algorithms� These include the di�culty of providing a single characteriza�

tion of the 	utility
 associated with a given procedure and showing how di�ering

time costs can a�ect the optimal choice of a decision procedure in a particular sit�

uation ����� Horvitz has so far concentrated on the theoretical problems involving

deliberating about a single task� In contrast� we have pursued a more empirical

course in trying to �nd approximate solutions to the kind of deliberation�scheduling

problems that arise in controlling robots�

Both Horvitz and Dean and Boddy note that the most useful sort of �exible com�

putations are those whose object�related value increases monotonically over some

range of computation times� This is di�cult to guarantee for certain classes of de�

cision problems� further computation may lead to a worse answer� if your initial

guess was good� Instead� we employ algorithms for which the expected value in�

creases monotonically� For some algorithms� there is no di�erence� a probabilistic

algorithm for identifying large prime numbers has a 	value
 that is strictly increas�

ing� in the sense that the probability of a correct identi�cation is guaranteed to

improve by a known amount with increasing computational e�ort� The implica�

tions of using algorithms whose answers are only expected to improve is addressed

in somewhat more detail in Section �� and at considerable length in ����

Dean and Boddy ���� employ decision procedures whose answers are expected

to increase in value monotonically throughout the range of computation times� and

exploit this fact to expedite deliberation scheduling for a special class of planning
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problems referred to as time�dependent planning problems� A planning problem

is said to be time�dependent if the time available for responding to a given event

varies from situation to situation� In this model� a predictive component� whose

time cost is not considered� predicts events and their time of occurrence on the

basis of observations� and the planning system is given the task of formulating a

response to each event and executing it in the time available before the event occurs�

Our model of time�dependent planning generalizes on the multiple�goals�single�

method�for�each model of Etzioni described in the previous section by allowing each

goal to have a separate deadline� If the responses to the di�erent events are inde�

pendent� the task of deliberation scheduling can be stated in terms of maximizing

the sum X
e�E

V�Response�e���

where E is the set of all events predicted thus far� It is assumed that there is exactly

one decision procedure for each type of event likely to be encountered� and that there

are statistics on the performance of these decision procedures� The statistics are

summarized in what are called performance pro�les which are essentially the same

as the graphs used by Horvitz in his analysis �e�g�� see Figure ��ii��

Performance pro�les graph the expected value of some parameter of the answer

returned by a given procedure as a function of time� Part of the de�nition of an

anytime decision procedure is that the answer it returns is expected to improve with

increasing allocations of deliberation time� The ��dimensional graphs shown here

are a simpli�cation� Knowing the expected value is in general insu�cient�there

are situations where what is needed is a marginal distribution� not just a sum or

product of expected values� For instance� two path planners that produce paths

with the same expected length for a given allocation of deliberation time can have

very di�erent expected utilities if arrival time has a hard deadline� the planner with

greater variance on expected length may have a lower expected utility� because it

has a greater probability of missing the deadline� A completely general performance

pro�le is a surface in 
�space� not a �D graph� Taking a slice across this surface for

a given allocation of deliberation time provides a distribution on some parameter of

the answer returned� �D performance pro�les graph the means of the distributions

represented in the more general form�

The assumption of task independence allows us to employ the two�dimensional

versions of performance pro�les� maximizing the expected value of the sum of k
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independent random variables can be accomplished by maximizing the sum of the

expected values� If the various decisions are not independent or if calculating a

response requires running more than one procedure �e�g�� the output of one proce�

dure is the input of a second� which supplies the �nal answer�� then calculating an

optimal allocation of deliberation time may require distributions as well as expected

values for the decision procedures involved�

In Section �� we de�ne the class of time�dependent planning problems precisely�

and provide polynomial�time algorithms for deliberation scheduling for particular

subclasses� These algorithms use a simple greedy strategy working backward from

the last predicted event� choosing the decision procedure whose expected gain com�

puted from the performance pro�les is greatest�

The NP�completeness result reported by Etzioni does not apply in this more

general case� In job�shop scheduling� if it is possible to suspend and later resume a

job� then many otherwise di�cult problems become trivial ���� ��� Such �preemp�

tive� scheduling problems are somewhat rare in real job shops given that there is

often signi�cant overhead involved is suspending and resuming jobs �e�g�� traveling

between workstations or changing tools�� but they are considerably more common

with regard to purely computational tasks �e�g�� suspending and resuming Unix

processes�� In many scheduling problems� each job has a �xed cost and requires a

�xed amount of time to perform� spending any less than the full amount yields no

advantage� This is the case in the decision procedures considered by Etzioni� If�

however� the decision procedures for computing appropriate actions are preemptible

and provide better answers depending upon the time available for deliberation� then

the task of deliberation scheduling is considerably simpli�ed� Anytime decision pro�

cedures thus provide more �exibility in responding to time�critical situations� and

simplify the task of allocating processor time in cases where there is contention

among several decision tasks�

The use of �exible computations can also simplify problems in which one decision

procedure produces an intermediate result that is used as input to a second decision

procedure� Boddy and Dean ��� investigate one such problem involving a robot

courier assigned the task of delivering packages to a set of locations� The robot has

to determine both the order in which to visit the locations� referred to as a tour�

and� given a tour� to plan paths to traverse in moving between consecutive locations

in the tour� To simplify the analysis� it is assumed that the robot�s only concern is

time� it seeks to minimize the total amount of time consumed both in sitting idly
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Figure 
� Performance pro�les relating �i� the expected savings in travel time to

time spent in path planning� and �ii� the expected reduction in the length of a

returned tour as a function of time spent in tour improvement�

deliberating about what to do next� and in actually moving about the environment

on its errands� Furthermore� it is assumed that there is no advantage to the robot

in starting o� in some direction until it knows the �rst location to be visited on

its tour� Finally� while the robot can deliberate about any subsequent paths while

traversing a path between consecutive locations in the tour� it must complete the

planning for a given path before starting to traverse that path�

The two primary components of the decision making process involve generating

the tour and planning the paths between consecutive locations in the tour� The

�rst is referred to as tour improvement and the second as path planning� Boddy

and Dean employ iterative re�nement approximation routines for solving each of

these problems� and gather statistics on their performance to be used at run�time

in guiding deliberation scheduling� The statistics are summarized in performance

pro�les� Figure 
 �from ���� shows experimentally derived pro�les for path planning

and tour improvement in a domain called the gridworld� Figure 
�i shows how

the expected savings in travel time increase as a function of time spent in path

planning� Figure 
�ii shows how the expected length of the tour decreases as a

fraction of the shortest tour for a given amount of time spent in tour improvement�

We assume that the robot starts out with an initial randomly selected tour� Given

the length of some initial tour� the expected reduction in length as a function of time

spent in tour improvement� and some assumptions about the performance of path

planning� the robot can �gure out how much time to devote to tour improvement in

order to minimize the expected time spent in stationary deliberation and combined

deliberation and traversal�
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There currently is no general theory about how to combine anytime algorithms�

For the case of independent decision problems for which anytime decision procedures

exist� or for which a pipelined sequence of anytime decision procedures exist� as in

the robot courier problem� there is a great deal of interesting research to be done�

research that can draw heavily on the scheduling and combinatorial optimization

literature� This issue is discussed in more detail in Section ��
� and in ����

It is worth pointing out some connections between the Russell and Wefald work

and that of Dean and Boddy and Horvitz� The Russell and Wefald work can

be seen as trying to construct an optimal anytime algorithm� a single algorithm

that operates by calculating a situation�speci�c estimate of utility using only local

information� just as prescribed by information value theory� It should be possible

to apply the Russell and Wefald approach to scheduling anytime algorithms� For

some purposes �e�g�� the game�playing and search applications described in �
����

the monolithic approach of Russell and Wefald seems perfectly suited� For other

applications �e�g�� the robotic applications described in ��� or the intensive�care

applications described in ������ it is convenient to think in terms of scheduling

existing approximation algorithms�

At one level� a uni�ed view of time�dependent problems is straightforward� As

time passes� an agent makes a sequence of decisions about what to do� 	What

to do
 covers whether or not to perform certain actions or certain computations�

The basis for making these decisions should be the agent�s expectations regarding

the outcome of a given sequence of decisions� This starts to get complicated only

when we attempt to model the decisions to be made by the agent� their e�ects� and

the agent�s expectations� The formal speci�cation in ��� provides a language for

constructing such models� as does Russell and Wefald�s de�nition and analysis of

meta�reasoning �
��� These two views of time�dependent problems are distinct and

may not be easy to reconcile� Russell and Wefald�s formalism makes representing

deadlines di�cult and models deliberation in terms of discrete chunks� whereas our

work emphasizes events and their temporal relationships �including deadlines of

various kinds�� and views deliberation time as being allocated in values drawn from

a continuous range�

A common language for building models of time�dependent problems will allow

us to compare and contrast di�erent models and approaches to providing solu�

tions given those models� A common solution methodology may be much harder

to come by� however� Entire disciplines are devoted to solving particular classes
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of time�dependent problems �e�g�� control theory� real�time systems� and job�shop

scheduling�� In addition� consider what has happened in the work on scheduling�

there are a myriad of separate problems� distinguished by minor di�erences in prob�

lem characteristics� for which the di�culty of providing a scheduler �and the best

way of doing so� varies enormously ����� The most general notion of deliberation

scheduling subsumes the scheduling problem� and thus will be no easier to provide

a general solution for��

� Time�Dependent Planning

In this section� we de�ne time�dependent problems more precisely� and explore the

abstract structure of deliberation scheduling for selected classes of time�dependent

problems� We de�ne a class of time�dependent problems in terms of�

� a set of event �or condition� types� C�

� a set of action �or response� types� A�

� a set of time points� T �

� a set of decision procedures� D� and

� a value function� V�

We assume that at each point in time the agent knows about some set of pending

events that it has to formulate a response to� We are not concerned with how the

agent came to know this information� su�ce it to say that the agent has some

advance notice of their type and time of occurrence� To represent its knowledge

regarding future events� we say that the agent knows about a set of tokens drawn

from the set C � T � When we talk about events or conditions� we will be referring

to tokens and not types� Each condition� c� has a type� type�c� � C� and a time

of occurrence� time�c� � T � In the following� all conditions are assumed to be

instantaneous �i�e�� corresponding to point events��

We evaluate the agent�s performance entirely on the basis of its responses� Let

Response�c� � A be the agent�s response to the condition c� Let V�ajc� be the value

�This is one of the advantages of using anytime decision procedures� the resulting scheduling

problems are more likely to be easy to solve�
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of responding to the condition c with the action a � A� To simplify the analysis� we

make the strong assumption that the value of the agent�s response to one condition

is completely independent of the agent�s response to any other condition� Given this

independence assumption� we can determine the total value of the agent�s response

to a set of conditions C as the sum�

X
c�C

V�Response�c�jc��

Since we are primarily interested in investigating issues concerning the costs

and bene�ts of computation� we abstract the problem somewhat more in order

to simplify the analysis� We require the agent to formulate a response to every

condition it is confronted with� We further require that the agent perform all of its

deliberations regarding a given event prior to the time of occurrence of that event�

There is no bene�t to coming up with a response early�

For each condition type� c � C� there is a single decision procedure dp�c� �

D �the converse need not hold�� The agent knows how to select an appropriate

decision procedure given the type of an event� The decision procedures in D have

the properties of �exible computations that we discussed earlier �monotonically

increasing expected value� and some answer available for any allocation of time��

In addition� the agent has expectations about the performance of these decision

procedures in the form of performance pro�les� For each condition type� c � C�

there is a corresponding function �c � R� R that takes an amount of time� �� and

returns the expected value of the response to c generated by dp�c� having been run

for the speci�ed amount of time�

�c��� � E�V�Response�c�jc� alloc��� dp�c�����

where alloc��� dp�c�� denotes the allocation of � time units to dp�c�� V�Response�c�jc� alloc��� dp�c���

is the value of the response to c� given the occurrence of c and the allocation of �

time units to dp�c� to calculate Response�c��

��� A Simple Deliberation Scheduler

In the rest of this section� we consider various restricted classes of decision proce�

dures� We begin by considering decision procedures whose performance pro�les can

be represented or suitably approximated by piecewise linear monotonic increasing
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functions� We add the further restriction that the slopes of consecutive line seg�

ments be decreasing� If the functions representing the performance pro�les were

everywhere di�erentiable� this restriction would correspond to the �rst derivative

function being monotonic decreasing� In ����� we suggested a similar restriction

referred to as diminishing returns� and de�ned as follows� � c � C� � f� �c�t� � f�t�

such that f is monotonic increasing� continuous� and piecewise di�erentiable� and

� x� y � R	 such that f ��x� and f ��y� exist� �x � y�� �f ��y� 	 f ��x��� For this

class of problems� we provided an approximation algorithm that uses time�slicing

to come within some 	 of optimal� The algorithm presented here is exact given the

restrictions on the form of performance pro�les�

These restrictions are perhaps limiting� but by no means debilitating� Empir�

ical evidence reported on in Section ��� and discussed in considerably more detail

in ��� 
�� suggests that a pro�le exhibiting diminishing returns may be obtained

experimentally for decision procedures of a wide variety of types� For example�

probabilistic testing of primes and heuristic search in some domains both exhibit

this property� Piecewise linear 	curves
 can be �tted to such pro�les with arbitrary

precision� depending on the number and length of the segments employed�

Let C � fc�� � � � � cng be the set of conditions that the system has to formulate

responses for� and �t be the present time� Let �i be the function describing the

performance pro�le for the decision procedure used to compute responses for the

ith condition� We present an algorithm that works backward from the time of

occurrence of the last event in C� On every iteration through the main loop� the

program allocates some interval of time to deliberating about its response to one of

the conditions� c� whose time of occurrence� time�c�� lies forward of some particular

time t� The set of all conditions whose time of occurrence lies forward of some

particular time t is denoted as

 �t� � fcj�c � C� 
 �time�c� � t�g�

The criterion for choosing which decision procedure to allocate processor time

to is based on the expected gain in value for those decision procedures associated

with the conditions in  �t�� The criterion also has to account for the time already

allocated to decision procedures� Let 
i�x� be the slope of the linear segment of �i

at x unless �i is discontinuous at x in which case 
i�x� is the slope of the linear

segment on the positive side of x� We refer to 
i�x� as the gain of the ith decision

procedure having already been allocated x amount of processor time�
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Figure �� Determining min alloc�f��� ��� ��g�
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Having allocated all of the time forward of t in previous iterations� �guring out

how much time to allocate on the next iteration is a bit tricky� It is certainly

bounded by t � �t� we cannot make use of time that is already past� In addition�

given that we are using the gain of the decision procedures for conditions in  �t�

as part of our allocation criterion� the criterion only applies over intervals in which

 �t� is unchanged� Let last�t� be the �rst time prior to t that a condition in C

occurs that is not already accounted for in  �t��

last�t� � maxftime�c�jc � C �  �t�g

Finally� given that the gains determine the slope of particular line segments char�

acterizing the performance of the decision procedures� we have to be careful not to

apply our criterion to an interval longer than that over which the current gains are

constant� Let min alloc�f�ig� be the minimum of the lengths of the intervals of time

for the next linear segments for the performance pro�les given the time allocated

thus far� Figure � illustrates min alloc�f�ig� for a particular case�

Figure � lists the procedure for deliberation scheduling for the class of problems

under consideration� We prove below that this procedure generates an optimal

deliberation schedule� The procedure� DS� consists of three iterative loops� The

�rst initializes the allocation variables� the second determines how much time to

allocate to each of the decision procedures� and the third determines when the

decision procedures will be run� For convenience� we assume that the events in C

are sorted so that time�ci� 	 time�cj� for all i � j� This assumption is only made

use of in determining when decision procedures will be run�

Consider the following simple example to illustrate how DS works� Suppose that

we have two events to contend with� c� and c�� Figure ��i shows the performance

pro�les for the decision procedures for c� and c�� DS starts by allocating all of the

time between c� and c� to the decision procedure for c�� The next interval of time

to be allocated �!� is determined by the �rst linear segment of ��� and this interval

is allocated to c��

At this point� the slope of the second linear segment of �� is less than the slope

of the �rst segment of ��� so the next interval �determined by what is left of the

�rst linear segment of ��� is allocated to c�� The next interval corresponds to the

second linear segment of ��� and this entire interval is allocated to c�� Finally� the

remainder of �� has slope �� so the remaining time is allocated to c�� Figure ��ii
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Procedure DS

�� Initialize the �i�s to ��
for i � � to n�

�i � �
�� Set t to be the time of the last event in C�
t � last�"
�
�� Allocate time working backward from the last event�

until t � �t�
�� Compute the amount of time to allocate next�

! � minft� �t� t� last�t��min alloc�f�ig�g
�� Find the procedure index with the maximum gain�
i � argimaxf
i��i�jci �  �t�g
�� Allocate the time to the appropriate procedure�
�i � �i " !
�� Decrement time by the amount of allocated time�
t � t � !

�� Set t to be the current time�
t � �t
�� Schedule working forwards in contiguous segments�
for i � � to n�

�� Assume that time�ci� 	 time�cj� for all i � j�
run the ith decision procedure from t til t" �i
�� Increment time by the amount of allocated time�
t � t " �i

Figure �� Deliberation scheduling procedure

Figure �� A simple example of deliberation scheduling
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shows the complete history of allocations� and Figure ��iii shows how the decision

procedures are scheduled to run� Now we prove that DS is optimal�

Theorem � The procedure DS is optimal in the sense that it generates a set of

allocations f�ig maximizing
Pn

i �i��i��

Proof�

We proceed by induction on n� the number of conditions in C� For the basis

step� n � �� the algorithm allocates all of the time available to the only event in C�

and hence is clearly optimal� For the induction step� we assume that DS is optimal

for up to and including n� � events� Our strategy is to prove each of the following�

�� Let �t� be the time of the earliest event in C� Using �t� as the starting time� DS

optimally allocates processor time to the n� � �or fewer assuming simultane�

ously occurring events� events in C occurring after �t��

�� DS optimally allocates processor time to all n events in C over the period

from �t until the time of occurrence of the �rst event in C� accounting for the

processor time already committed to in the allocations described in Step ��


� Given Steps � and �� the combined allocations result in optimal allocations

for C starting at �t�

Step � follows immediately from the induction premise� To prove Step �� we have

to demonstrate that DS solves the simpler problem of maximizing
Pn

i �i��i� subject

to the constraint that
Pn

i �i � l� where l is the length of time separating �t and the

�rst event in C� For this demonstration� it is enough to note that� as long as the set

of events being considered � �t�� remains unchanged� during each iteration of the

main loop� DS chooses an interval with maximal gain� and� by making this choice� DS

in no way restricts its future choices given that all subsequent intervals are bound

to have the same or smaller gains� This last point is due to the restriction that the

slopes of consecutive line segments for all performance pro�les are decreasing� Note

that� if we were to relax this restriction� the greedy strategy used by DS would not

produce optimal allocations� Figure ��i provides a pair of performance pro�les such

that DS will produce suboptimal allocations� Figure ��ii shows the allocations made

by DS� and Figure ��iii shows the optimal allocations�
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Figure �� Performance pro�les that foil DS

Step 
 follows from the observation that the allocation of the time from the

occurrence of the �rst event to the occurrence of the last is independent of any

consideration of the �rst event or any time available for deliberation prior to the

occurrence of the �rst event� �

Theorem � proves that the allocations made by DS are optimal in a well�de�ned

sense� We still have to show that the method for scheduling when to run decision

procedures is correct� In particular� we have to show that DS generates a legal

schedule� where a legal schedule is one such that for all c � C the time allocated

to the decision procedure for c is scheduled prior to the time at which c occurs� To

see that DS does generate legal schedules� note that DS ensures that the sum of the

time allocated to all conditions that occur prior to t for any t � �t� is less than t� �t�

DS is guaranteed to generate a legal schedule since it schedules all of the time for

any condition c before any condition occurring later�

��� Deliberation Scheduling with Uncertain Occurrence

In the time�dependent planning problems described above� the exact time of occur�

rence of conditions is known by the deliberation scheduler� One can easily imagine

variants in which the scheduler only has probabilistic information about the time

of occurrence of events�
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Figure �� Uncertainty about the occurrence of conditions

For instance� for each condition� ci� the scheduler might possess a probability

distribution

pi�t� � Pr�occurs�t� ci���

indicating the probability that a particular condition will occur at time� t� For

practical reasons� we will assume that for each condition� ci� there is a latest time�

sup�ci�� and an earliest time� inf�ci�� such that

pi�sup�ci�� � pi�inf�ci�� � ��

While the scheduler does not know exactly when conditions will occur� we as�

sume that the executor will know when to carry out a given action� For instance�

conditions might have precursor events signaling their immediate occurrence� The

executor would simply take the best response available at the time the precursor

event for a given condition is observed�

Our performance criterion for deliberation scheduling is no longer

X
c�C

V�Response�c�jc���

but rather� X
c�C

Z
�


t
Pr�occurs�t� c��V�Response�c� t�jc� dt�

where Response�c� t� indicates the response generated with respect to condition� c�

given that c occurs at t�

In deciding how to allocate an interval of processor time given uncertainty about

the occurrence of conditions� we have to account for the possibility that the event

may have already occurred� Figure � depicts the probability density functions for
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the time of occurrence of two conditions� The areas of the shaded regions indicate

the probability that each of the corresponding conditions occur in the future of the

time marked t�

We extend the �i notation to represent processor schedules� Let each �i be a

function�

�i � R� f�� �g�

where �i�t� � � if the decision procedure for ci is allocated the processor at t� and

�i�t� � � otherwise� Let � be a uniprocessor schedule�

� � R� Z�

where ��t� � i just in case �i�t� � �� and the processor is allocated to at most one

decision procedure at a time �i�e�� if there exists an i � � such that �i�t� � � then

�j�t� � � for all j �� i�� If ��t� � �� then the processor is idle at t�

The expected value of �i is the sum over all t following �t of the expected value

of the response generated by the decision procedure for ci given the processor time

scheduled between �t and t weighted by the probability that ci occurs at t�

E�V��i�� �

Z
�


t

pi�t��i��i��t� t�� dt�

where �i��t� t� is the total amount of time allocated to ci between �t and t� The

expected value of a uniprocessor schedule� �� is the sum of the expected value of the

�i�

E�V���� �
nX

i��

E�V��i���

The procedure DS� in Figure � generates deliberation schedules for the class of

problems involving uncertainty in condition times� We represent the time to be

scheduled as a window of width tlast � �t� de�ned by the start time �t and tlast �

maxfinf�ci�jci � Cg� This window is divided m times into intervals of width !�

which are allocated discretely� The assignment � � � results in ��t� � � for all

t � R� The assignment ��t� t�� � i results in �i��� � � and �j��� � � for j �� i for

all t 	 � � t�� and� for all � � t and � � t�� � is the same as it was prior to the

assignment�

In the procedure DS� any deliberation concerning the ith event is allocated prior

to the occurrence of that event� In DS�� the exact time of occurrence of the ith event
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Procedure DS�

�� Initialize the schedule to ��
� � �
�� Execute m backward passes�
for i � � to m� �

�� Set the latest possible time for an event to occur�

t � �t " m !
�� Set the earliest time for the ith backward pass�

t� � �t " i !
�� Allocate time working backward from the latest time�
until t � t�

�� Select the index with the maximum expected gain�
i � argimaxfE�V��ij��t�!� t�� i��� E�V��i��jci � Cg
�� Allocate the time to the appropriate procedure�
��t�!� t� � i
�� Decrement time by the amount of allocated time�
t � t � !

Figure �� Deliberation scheduling with uncertain condition times

Figure ��� Motivation for a multiple�pass algorithm
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is not known� deliberating about the ith event at t will not help if the event occurs

prior to t� Figure �� illustrates why a single�pass approach such as that used in DS

is inadequate for the case in which there is uncertainty about the time of occurrence

of events� Figure ���i shows performance pro�les for two condition types� c� and

c�� Figure ���ii shows the schedule generated by DS� after a single pass through

the for loop� In Figures ���ii and ���iii� vertical tick marks corresponding to the

possible occurrence of events are annotated with the type and probability that the

expected instance of that type will occur at the indicated time� Figure ���iii shows

the schedule after a second pass through the for loop�

DS� is not optimal� One problem is that DS� allocates each interval of width !

on the basis of expectations computed for a single point at the boundary of that

interval� in general� this method will result in a suboptimal deliberation schedule�

We say that � is a !�approximate schedule just in case for each � 	 j 	 m there

exists some � 	 i 	 n such that ���� � i for all �t� �j � ��!� 	 � � �t� j!�� We

say that � is an optimal !�approximate schedule if � is a !�approximate schedule

and there is no alternative !�approximate schedule� ��� such that

E�V����� � E�V�����

The schedule shown in Figure ���iii is an optimal !�approximate schedule for !

equal to the distance separating two consecutive tick marks on the time line�

Suppose that the distributions governing the time of occurrence of events are

discrete and that events have a non�zero probability of occurring only on the bound�

aries of !�width intervals �i�e�� pi�t� � � for all t �� f�t" j!j� 	 j 	 mg�� Suppose

further that the functions describing the performance pro�les satisfy the property

of diminishing returns de�ned earlier� It can be shown that even under these re�

strictions� DS� does not always �nd !�approximate schedules�� At this point� the

complexity of �nding an optimal !�approximate schedule is an open problem �i�e�

we have failed thus far to �nd either a polynomial scheduling algorithm or a suitable

reduction for a hard problem��

The schedules produced by DS� are evaluated under the assumption that there

will be no further opportunities to modify the schedule� In practice� however� each

	For a counter example� consider a modi�cation to the example shown in Figure �� such that

the probability of the latest possible event� c�� is ���� and assume that� whenever DS� has a choice

between two equally good options� it chooses disadvantageously�
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time that a condition occurs �so that we have precise� rather than stochastic� infor�

mation regarding the time of that occurrence�� it will be useful to compute a new

deliberation schedule� For some classes of time�dependent problems� the di�erence

in expected utility between an 	optimal
 schedule under this assumption and an

optimal schedule using expectations on the occurrence of conditions in the future

can be bounded and shown to be negligible�

��� Dependencies Among Decision Procedure Results

Both DS and DS� require the assumption that the responses to the di�erent conditions

are independent� so that the expected utility of a given deliberation schedule may

be computed additively� In this section� we consider a variant of time�dependent

planning in which this assumption does not hold�

In this variant� we assume that there are no external conditions requiring re�

sponses of the controller� instead� the controller has some number of tasks it is

assigned to carry out� The tasks do not have to be completed by any particular

time� but the sooner they are completed the better� As in the previous problems�

we assume that there is a decision procedure for each task� Generally� the more

time the controller deliberates about a given task� the less time it takes to carry

out that task� We assume that the outcome of deliberation concerning one task is

independent of the outcome of deliberation concerning any other��


The performance pro�les relate the time spent in deliberation to the time saved

in execution� For instance� suppose that the task is to navigate from one location

to another� and the decision procedure is to plan a path to follow between the two

locations� up to a certain limit� the more time spent in path planning� the less time

spent in navigation�

In the following� we consider a few special instances of this class of problems�

In the �rst instance� all of the deliberations are performed in advance of carrying

out any task� This model might be appropriate in the case in which a set of in�

structions are compiled in advance� and then loaded into a robot that carries out

the instructions� Deliberation scheduling is simple� For each task� the scheduler

allocates time to deliberation as long as the time spent in deliberation results in

a greater reduction in the time spent in execution� All of the deliberation is then

performed in advance of any execution�

�
This is an abstraction of the robot courier problem discussed in Section ��
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Figure ��� Minimal allocations of processor time

In the second instance� the order in which the tasks are to be carried out is �xed

in advance� and all deliberation concerning a given task is performed in advance

of carrying out that task� but deliberation concerning one task can be performed

while carrying out another� In this instance� deliberation scheduling is somewhat

more complicated� We consider deliberation scheduling in terms of three steps� min�

imal allocation� dead�time reduction� and free�time optimization� In the minimal�

allocation step� we proceed as in the previous instance� by determining a minimal

allocation for each task� ignoring the possibility of performing additional delibera�

tion during execution�

This minimal allocation for a given task corresponds to that allocation of de�

liberation time minimizing the sum of deliberation and expected execution time�

Figure ���i shows four tasks and the time they are expected to take� assuming no

time spent in deliberation� Figure ���ii shows the performance pro�les for each of

the four tasks� The dotted line in each performance pro�le indicates the minimum

slope such that allocating deliberation time will result in a net decrease in the sum

of deliberation and expected execution time for the minimal allocation� Figure ���iii

shows the minimal allocations for each of the four tasks� where �i indicates the time

allocated to deliberation for ti�

Using the allocations computed in the minimal allocation step� we construct a

schedule in which tasks begin as early as possible subject to the constraint that all of

the deliberation for a given task occurs in a continuous block immediately preceding
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Figure ��� Reducing dead time using available free time
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the task and following any deliberation for the previous task� Figure ���i shows the

resulting schedule for the example of Figure ��� Note that there are two additional

types of intervals labeled in Figure ���i� This �rst type� notated fi� indicates the

free time associated with ti� corresponding to time when the system is performing

a task but not deliberating� The second type� notated di� indicates the dead time

associated with ti� corresponding to time when the system is deliberating but not

performing any task�

In the dead�time reduction step� we attempt to reduce the amount of dead

time in the minimal�allocations schedule by making use of earlier free time� Where

possible� we allocate earlier free time to performing the deliberations previously per�

formed during the dead time� starting with latest dead�time intervals and working

backward from the end of the schedule and using the latest possible intervals of free

time� Figure ���ii shows the schedule of Figure ���i modi�ed to eliminate one of

the dead�time intervals through a decrease in the free time f�� associated with task

t�� It is not always possible to eliminate all dead�time intervals� In particular� any

deliberation time allocated for the �rst task will always correspond to dead time�

Following this process of dead�time reduction� if there is any free time left� we

attempt to allocate it for deliberating about other tasks� This is just a bit tricky�

since by performing additional deliberation we eliminate previously available free

time� Not only do we eliminate the free time we are �lling in by scheduling delib�

eration� but the deliberation reduces execution time thereby eliminating additional

free time�

The three�step procedure consisting of minimal allocation� followed by dead�time

reduction� followed by free�time optimization does not produce optimal deliberation

schedules��� The three steps were described to illustrate some of the issues that arise

��Suppose that we have n tasks of length L� and each task has a piecewise�linear performance

pro�le� consisting of an initial segment of slope ��� followed by a segment of slope �� The positive�

slope segment ends at t � L�� so that the maximum reduction in task duration is �L��� The

minimal allocation for each task is L�� and the resulting execution time is L��� The total time

including both deliberation and execution using the three�step procedure outlined above is

nL�� � L�� � ��n� ��L���

Instead of using the minimal allocations� suppose that we allocate L�� time units for deliberation

to each of the �rst n� � tasks� and L�� to the last task� The execution time for all but the last

task is now L��� In this case� the total time required for n � � is

L�� � �n� ��L�� � L�� � ��n � ��L�� � L�� � ��n � ��L���
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in problems whose performance criteria depend on minimizing the total time spent

in deliberation and execution� Boddy ��� provides a provably optimal� e�cient

algorithm for a special case in which all of the performance pro�les are piecewise

linear composed of two linear segments such that the slope of the �rst segment

is the same for all pro�les and the slope of the second is �� This corresponds to

the speci�cation of the robot�courier problem described in the previous section�

regarding the task of optimally allocating processor time for planning several paths

between locations in a tour of such locations to be visited�

There are many variations on the problems described above� This section is

meant as a sampler of problems and associated deliberation scheduling techniques�

In the next few sections� we discuss how these techniques need to be modi�ed in

order to handle more complex problems�

� Anytime Algorithms

For the time�dependent planning problems discussed in Section �� we abstract away

from the actual decision procedures being scheduled� We manipulate performance

pro�les that we have been handed� The deliberation�scheduling problem is struc�

tured such that using the expected values cached in these pro�les �rather than

distributions over the answers returned for a given allocation of time� for example�

will su�ce�

Looking at less abstract problems leads immediately to the realization that

employing anytime algorithms involves some complex issues� For example�

� What kinds of anytime algorithms are there#

� What does it mean for an answer to 	improve
 as more time is allocated#

� How do we construct new anytime algorithms for complex problems#

There is also a question that is more properly addressed in terms of the implemented

version of an anytime algorithm �i�e�� an anytime decision procedure��

This deliberation schedule is still not optimal� but it is better than the schedule obtained using the

three�step procedure�
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� What kinds of expectations on the behavior of anytime decision procedures

will be useful� and what kinds of expectations can we gather �i�e�� what kinds

of performance pro�les can we or should we construct�#

��� Existing Anytime Algorithms

One question has been asked repeatedly since we started this line of research� what

makes us think that useful anytime algorithms can be found for a su�ciently wide

variety of computational tasks to make this approach interesting# In the course

of our work and in scanning the the computer science literature� we have turned

up a wide variety of algorithms or classes of algorithms that could be employed in

anytime procedures� Among the kinds of algorithms we found�

� Numerical approximation $ For example� Taylor series approximations �e�g��

computing 
 or e� and iterative �nite�element methods �����

� Heuristic search $ Algorithms for heuristic search� in particular those employ�

ing variable lookahead and fast evaluation functions� can be cast as anytime

algorithms ���� ����

� Dynamic Programming � Dynamic programming ��� is a general and �exible

methodology that can be applied to a wide variety of optimization and control

problems� many of them relevant to current AI research �e�g�� scheduling�

probabilistic reasoning� and controlling machinery�� Boddy �
� discusses a

method for constructing anytime procedures for solving dynamic programs�

� Probablistic algorithms $ One family of probabilistic algorithms that can easily

be adapted for anytime use are Monte Carlo algorithms �����

� Probabilistic inference $ A wide variety of methods has been developed for

approximate evaluation of belief nets �i�e�� providing bounds on the posterior

distribution� rather than the exact distribution�� Several of these methods are

anytime algorithms in the sense that the bounds get smaller for additional

iterations of the basic method� e�g�� ���� �
��

� Discrete or symbolic processing $ Symbolic processing can be viewed as the

manipulation of �nite sets �of bindings� constraints� entities� etc�� �
��� El�

ements are successively added to or removed from a set representing an ap�
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Figure �
� Undirected cycle in a procedural�dependency graph

proximate answer so as to reduce the di�erence between that set and a set

representing the correct answer�

��� Constructing Anytime Algorithms

For a given time�dependent problem� deliberation may involve some computation

that can be accomplished by a combination of known anytime decision procedures�

For example� the system may need to combine the results of several database queries

or to perform several di�erent kinds of analysis on a data set in order to come up

with an interpretation� A library of anytime decision procedures and performance

pro�les that can be combined to construct new procedures should simplify the

process of generating solutions for time�dependent problems� The end result of this

combination should be a procedure for performing a single deliberative task� one of

a suite of procedures to which a deliberation scheduler might allocate time�

We can combine anytime decision procedures in various ways� The �nal result

may be the direct output of a component procedure or some simple combination

�e�g�� addition� of the results of several component procedures� One component

anytime decision procedure may take as input the output of several others� It is

also possible for several anytime decision procedures to use the result of a single

procedure �e�g�� a sensor interpretation routine�� One approach as to how this

combination can be accomplished� including constructing a performance pro�le for

the composite procedure� is given in ����

Moving beyond simple combinations complicates the situation� We can think

of the information dependencies among anytime decision procedures as a directed







graph in which the nodes are anytime decision procedures or combinations of data

in some other way �e�g�� addition�� and the arcs represent the �ow of information

�i�e�� the results of one procedure being used by another�� Such a graph provides a

partial ordering for the corresponding anytime decision procedures according to the

�ow of information from one to another� One problem with this formulation is that

undirected cycles represent dependencies we need to take into account� Consider

the example in Figure �
� If a� with probability p produces an output that causes

both a� and a� to produce very bad answers� this fact is accurately represented

in the distributions calculated for the outputs of a� and a�� Unfortunately� if in

constructing a output distribution for a� we only consider a� and a�� the probability

of these very bad answers happening at the same time will be calculated as p� rather

than the correct value of p� We can use simple parallel and serial combinations to

construct performance pro�les for composite procedures corresponding to arbitrary

graphs� but the dependencies represented by undirected cycles will not taken into

account�

��� Performance Pro�les

In order to allocate deliberation time e�ectively� we gather expectations on the

behavior of the anytime decision procedures available� Ultimately� what we want to

know is the expected e�ect of a particular allocation on the utility of the system�s

behavior� In Section �� we are given this expectation�

More commonly� what we have are expectations or distributions on how some

parameter of the answer returned by an anytime decision procedure changes with

increasing allocation� Expectations on the answer returned are simpler to obtain�

and not so dependent on the structure of a particular problem� as expectations on

how the system�s behavior will change� We can compute expectations on the answers

returned by an anytime decision procedure given a particular input distribution�

and then use that anytime decision procedure and those expectations for any time�

dependent problem for which the assumptions made about the input distribution

are reasonable� We call such a set of expectations a performance pro�le�

Part of the de�nition of an anytime decision procedure is that the answer it

returns is expected to improve with increasing allocations of deliberation time� An�

swers might 	improve
 in the following ways� among others� convergence to an

optimal value� narrowing bounds on an estimate� increasing probability that the
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answer is correct� or increasing the intersection of or decreasing the di�erence be�

tween the current answer and the correct answer �the 	answers
 in this case are

sets�� A single anytime decision procedure may have several performance pro�les�

each providing information on the distribution of a di�erent parameter of the answer

returned or for a di�erent distribution over the possible values of its inputs�

Which of these pro�les is most appropriate or useful depends on the task at hand�

Horvitz ���� discusses various algorithms for sorting an array viewed as anytime

algorithms �he calls them �exible computations�� Each algorithm makes repeated

changes to the array� each one bringing the array closer to being sorted� What is

meant by 	closer
 di�ers for each algorithm� however� Suppose that we start with an

unsorted array� and look at the changes made to that array as the sort progresses�

Insertion sort produces a lengthening sorted section at the beginning or end of

the array� Bubble sort produces an increasing number of elements in the correct

relative position� Shell sort produces a gradually decreasing maximum distance for

entries from their true position� Which of these algorithms is most appropriate for

a particular application depends in part on what kind of 	approximate sort
 is most

useful�

In previous work ���� ��� we have compiled performance pro�les that tracked

the expected value of �some parameter of� the answer returned by a given anytime

decision procedure as a function of deliberation time� Performance pro�les of the

type shown in shown in Figure 
� Section � are approximations in that anytime pro�

cedures are generally iterative� and thus provide answers that improve in a series of

discrete steps� Continuous improvement is an assumption we make� and is required

for applying many of the techniques we employ �e�g�� this continuity is required for

the procedure DS in Section ��� If the time required for each iteration is uncertain� a

continuous pro�le may provide the best information available� in the sense that the

points at which the answer improves �an interation completes� cannot be speci�ed

precisely�

The property of diminishing returns de�ned in Section � turns out to be useful�

in that it can simplify the optimization problem involved in deliberation scheduling

�as in Section ����� This property is shared by many interative algorithms� including

most of the examples discussed in Section �� There are certainly iterative methods

��An anytime procedure exhibits diminishing returns if the rate of improvement in the answer

for an additional allocation does not increase �and will eventually decrease� with the time already

spent�
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Figure ��� Expected travel time and a deadline

that do not exhibit diminishing returns� Consider the problem of �nding a ���digit

combination for a safe� using a procedure that at each step produces the next digit ���

�� in the combination� The probabilities of guessing the correct combination� given

the digits already known� at each iteration form the sequence h����
� ����� � � � � ��� �i�

If we take the expected utility to be the utility u of opening the safe times the

probability of opening the safe� the gain in expected utility for the last step ����u�

is much greater than for the �rst step ������������u��

Another point that should be made regarding performance pro�les is that the

��dimensional graphs we have shown so far are a simpli�cation� Knowing the ex�

pected value is in general insu�cient�there are situations where what is needed is

a marginal distribution� not just a sum or product of expected values� For instance�

two path planners that produce paths with the same expected length for a given

allocation of deliberation time can have very di�erent expected utilities if arrival

time has a hard deadline� the planner with greater variance on expected length

may have a lower expected utility� because it has a greater probability of missing

the deadline� Figure �� shows an example of this� Each graph shows a distribution

of travel times and a deadline� and in each case� the mean � and deadline d are the

same� The area of the shaded region is the probability of missing the deadline� The

relative cost of using the path planner with the larger variation in arrival times will

depend on the cost of being late�

A completely general performance pro�le is a surface in 
�space� not a �D graph�

Taking a slice across this surface for a given allocation of deliberation time provides

a distribution on some parameter of the answer returned� �D performance pro�les

graph the means of the distributions represented in the more general form� One

problem with this more general form of pro�le is that it requires more storage space�

It also takes longer to gather enough data to compute reasonable distributions for

each di�erent allocation� or even for just a few of them� In addition� calculations
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using the means are usually much simpler and faster than computing a distribution

would be�

We can de�ne the cost of using the simpler performance pro�les in terms of the

expected utility of the system�s performance� Let E�Ux� be the expected utility

of using an optimal deliberation scheduler for a decision model that includes the

simpler kind of performance pro�les� and E�UIU� be the expected utility of using

an optimal deliberation scheduler for a second decision model that di�ers only in

using the 
D performance pro�les� Then the cost of using the simpler pro�les is just

E�Ux��E�UIU��
�� For time�dependent planning problems �Section ��� this cost is

zero� because overall utility is the sum of the utility of independent responses�

As long as we ignore the cost of deliberation scheduling� the cost of using the

simpler pro�les is at least zero� In situations where the space or time required

for deliberation scheduling is signi�cant and must itself be scheduled� the 	cost


of calculating using only the expected values may well be negative� because the

calculations are so much simpler�

� Practical Deliberation Scheduling

Decision�theoretic deliberation scheduling requires that we be able to formulate

a decision model for making allocation decisions� and to generate a deliberation

scheduler that makes allocation decisions �perhaps approximately� in accordance

with that decision model� In this section� we address each of these problems in

turn�

	�� Optimal Decisions

We wish to maximize the expected utility resulting from the allocation decisions

made by the system� The basic decision to be made is made repeatedly� for each

increment of time� which of the available decision procedures will be run# This is

a sequential decision problem of a form commonly addressed in operations research

�
��� An optimal decision policy is de�ned as a policy that at each point makes the

��Henrion ���� calls this the expected value of including uncertainty� �EVIU�
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decision maximizing the expected utility of the current decision� given expectations

on the decisions yet to be made���

Consider the simple example of a database server that must respond to queries

by �xed deadlines �this is a time�dependent planning problem of the sort discussed

in Section ��� Queries cannot be predicted �other than in a statistical sense� before

they are made� Each moment of time that passes provides new information in terms

of the queries that did �or didn�t� happen� For this example� this new information

could take any of the following forms�

� A query of some particular type was received�

� No query was received�

� New information on an anytime decision procedure became known�

� An anytime decision procedure �nished� in the sense that there is known

to be no bene�t to allocating additional time� The system may or may

not be able to detect this�

� The intermediate result provided by an anytime algorithm was bet�

ter�worse�di�erent than expected� Again� the system may or may not

know enough about the anytime algorithm�s behavior to detect this�

A deliberation scheduler that does not take this new information into account in

making allocation decisions may not do as well as one that does �i�e�� the expected

utility of the resulting behavior may be lower��

Optimal deliberation scheduling is a sequential decision problem� in which each

allocation decision depends on expectations on what will happen in the future�

Each instant of time provides new information �a new state� and requires a new

allocation decision� Following methods used in operations research� we might try

using dynamic programming ��� 
�� to solve our optimization problem� Dynamic

programming involves caching the optimal answer to a series of subproblems of

increasing size� until �nally we can determine the optimal answer to the full problem�

For problems involving a sequence of decisions made over time� these subproblems

will be subsequences of decisions� starting from a particular state� We could start

��In�nite sequences of decisions are handled using discounting� in which the expected reward

resulting from a particular decision is weighted inversely to how far in the future the decision is�
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with the last tick in some history� for example� caching the optimal allocation for

that tick for any of the possible states� and then move back to consider the next�to�

last tick� Our problem is complicated by the fact that we have only expectations on

the schedule of events and the results of decisions� This complicates the computation

by requiring us to calculate expected utility based on what may happen for each

sequence of decisions �typically a set of possibilities�� rather than from a single

deterministic outcome�

Calculating a policy for a sequential decision model requires reasoning about

expectations from a given state of the world� For time�dependent planning problems�

the current state is determined by�

� The types and times of occurrence for predicted events that have not occurred

yet�

� Any deliberation that has already been done on these events�

� State�speci�c expectations on the future occurrence of events�

Even if times of occurrence and deliberation allocations are integer�valued� there

may be a very large set of possible states� While some of these states may be

equivalent from the point of view of allocating deliberation time� determining that

may not be easy�

	�� Using Reduced Decision Models

The discussion in the last section suggests that constructing decision models �and

ultimately deliberation schedulers� that make full use of available expectations on

the future occurrence of events may be di�cult� In this section� we explore the e�ect

on the expected utility of the system�s behavior of using a reduced decision model�

in which these expectations are ignored� We report on the results of experiments

in three domains� time�dependent planning problems as de�ned in Section �� the

Robot Courier� and the Shooting Gallery���

��More detailed descriptions of these domains and the experiments described in this section may

be found in ����
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����� Time�Dependent Planning

The deliberation schedules generated by the procedure DS in Section � are optimal

for a decision model that does not include expectations on the future occurrence of

events� Suppose that we are given a dynamic environment in which observations

occur as time passes� Each observation speci�es a new condition �event�� including

a time of occurrence� We de�ne a deliberation scheduler for this domain that uses

DS to generate new schedules for all known events whenever observations occur and

otherwise follows the allocations given by the last deliberation schedule constructed�

We call this a 	static
 scheduler and the decision model that does not include any

expectations on events the 	static case�


The situation actually faced by the system is one in which new observations and

events may occur at any time� We demonstrate empirically that applying this static

deliberation scheduler to a dynamic environment results in deliberation allocations

that on average are very close to optimal for a decision model that includes expec�

tations on the occurrence of events� We do this by comparing the performance of

the static scheduler to a deliberation scheduler that has perfect information �i�e��

knows every query and its deadline�� The perfect information scheduler is running

DS on the entire schedule� including conditions for which the corresponding obser�

vations have not occurred yet� with the restriction that the scheduler is not allowed

to make allocations for a condition before the time the corresponding observation

occurs� This perfect�information scheduler has expected performance better than

that of an optimal deliberation�scheduling policy that makes use of expectations on

the future occurrence of events�

The comparison involves repeatedly generating histories of observations and

events� using a �xed probability that an observation would occur for any time unit

������� out to a �xed endpoint �
���� time units�� The deliberation schedulers were

then simulated on the resulting schedules and the expected utilities of the resulting

allocations were computed and averaged across trials�

The results of these experiments are graphed in Figure ��� The independent

variable is the ratio d of the time between observation and condition to the ex�

pected time between observations ���� time units�� Varying this ratio a�ects the

average number of condition the static procedure knows about when it constructs

a deliberation schedule� As d decreases� both algorithms do worse� This is not sur�

prising� the only possible time for allocation is between observation and condition�
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Figure ��� Relative performance of Static and Perfect�Information Schedulers

For small values of d� there is usually at most a single predicted event� and so no

tradeo�s can be made to increase expected utility� There is also simply less time�

in any part of a history where conditions occur at less than the expected rate� d � �

means that there is time that cannot be used� time that would be available �and

would be allocated� for a larger value of d�

The most interesting feature of these experiments is the relative performance of

the local �static� algorithm and global algorithms� Not only does the local algorithm

do very well� it does better �relative to the global one� for smaller values of d� which

is somewhat counterintuitive� One might expect that increasing the prediction

delay� and thus the piece of the schedule that the system knows about when it

generates a deliberation schedule� would improve the relative performance of the

local algorithm� What happens in practice is that this e�ect is dominated by the

constriction in the possible tradeo�s as d diminishes� As the prediction delay gets

smaller� the number of conditions for which deliberation time can be traded o� gets

smaller as well� decreasing the opportunities for the global algorithm to exploit its

additional information� The fact that the global algorithm has no advantage until

d is about � and a minimal advantage all the way out to d � �� indicates that

the e�cient local scheduling algorithm produces schedules that are very close to
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optimal for a wide range of time�dependent planning problems�

The results of these experiments indicate that for at least some time�dependent

planning problemsthis local version of DS has expected performance close to the

theoretical maximum� given the available information� This is true even �in fact

especially� when the horizon over which the algorithm can 	see
 is a small multiple

of the expected time between observations� The basic intuition explaining the near�

optimal performance of the local algorithm is that new information rarely changes

the optimal allocation for the part of the deliberation schedule currently being

executed�

����� The Robot Courier

Suppose we are in charge of designing the control program for a robot courier for

a Manhatten delivery service� The function of these couriers is to pick up small

parcels and deliver them to speci�ed locations� Assuming that a courier completes

all of its assigned deliveries� the main factor in evaluating its performance will be

the speed with which it accomplishes this task� The faster deliveries are made� the

more deliveries a courier can make� and the more income it will generate� The robot

must �x upon an order in which to visit the locations on its current delivery list�

We call the process of choosing this ordering tour�improvement planning� Once the

robot has an ordering for the locations� it may spend time determining how best to

get from one of them to another �path planning��

Boddy ��� presents three di�erent deliberation�scheduling algorithms for di�erent

variants of this problem�

� Pr�I� in which only path planning may be scheduled�

� Pr�II� in which all tour improvement must occur before the robot moves or

does any path planning�

� Pr�III� in which the robot may plan paths for and move between some set of

points while doing tour improvement and path planning for the rest of the

points on its list�

We performed a series of experiments involving randomly�generated enviroments

and sets of locations for the robot to visit� We compared the performance of these
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three algorithms to one another in both static and dynamic environments �i�e��

either the entire list of requests is known from the start� or it arrives over time��

In both static and dynamic environments� Pr�II is a substantial improvement over

Pr�I� but Pr�III has less of an advantage over Pr�II� particularly in the dynamic

case�

We also investigated the degree to which ignoring the future occurrence of events

a�ected the performance of the three schedulers in a dynamic environment� The

answer to this question depends on the mean time between requests� The perfor�

mance of all three schedulers falls o� as the request probability drops �eventually

the robot spends a signi�cant amount of time waiting for a new destination�� So we

choose an intermediate value� on the same order as the mean time to travel between

locations� and compare the schedulers� performance to their performance in the

static case� There are other factors a�ecting the dynamic behavior of the system

as well� for example the relative cost of tour improvement and path planning� For

a more complete description of the e�ect of these factors� see ����

For a set of experiments in which the 	clock rate
 for path planning was twice

that for tour improvement� the gain in the average time required for Pr�I in the

dynamic case is less than ��%� Pr�II and Pr�III do not fare as well� su�ering

about a ��% increase in average completion time� One possible explanation for

the di�erence between Pr�I and Pr�II or Pr�III is the qualitative di�erence between

path planning and tour improvement� new requests can render useless most or all

of the path planning done so far� if they make it advisable to reorder the tour�

while new requests simply added to the end of the current tour have less e�ect on

what earlier path�planning allocations should be� Doubling the tour�improvement

	clock rate
 results in a situation where the increase in completion time in dynamic

environments for Pr�II and Pr�III is less than ��%�

����	 The Shooting Gallery

For time�dependent planning and the Robot Courier� simplifying the decision model

in fairly obvious ways had relatively little e�ect on the system�s performance� In

this section� we present a third example� in which similar simpli�cations impose a

signi�cant cost in terms of the expected utility of the system�s performance�

Suppose that a robot stands in front of an arcade shooting gallery� Targets

appear at irregular intervals on one side of a screen some distance in front of the
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Figure ��� The Arcade

robot and cross to the other side� The robot uses a gun to try to hit these targets�

Hitting one of the targets with a projectile has a known value� The value of each

target the robot hits is added to its score� The robot�s task is to accumulate as

many points as possible from a �xed set of targets� This domain� the Arcade� is

shown in Figure ���

The robot also has two sensors of di�erent kinds� The �rst sensor provides

information essentially for free� but is not very useful� it tells the robot when a new

target appears� but only roughly where� and can also be used to determine when a

target disappears o� the other side of the screen� The second sensor can be used

to �nd the approximate position of a speci�ed target� This sensor is expensive to

use in that there is a delay between asking for a sensor reading and obtaining the

information� Since the sensor cannot be used again during this delay� there is a

�xed minimum interval between sensor readings�

At each point in time� the only decisions available to the robot are� whether or

not to �re the gun� in what direction to move the gun�s aim� and whether or not to

employ the active sensor and if so on which target� The robot has a simple control

system that operates in the absence of any scheduled deliberation� The movement

and �ring of the gun are controlled by a procedure that determines the direction to

move to intercept the oldest target as soon as possible� If it can determine that the

target cannot be intercepted before disappearing from the target area� it moves to

the next�oldest target� When the gun is pointing at the best estimate of where to
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shoot to hit the target� it �res� All sensor readings are taken on the target the gun

is currently moving to intercept� or failing that� the oldest target in the target area�

The no�deliberation control system goes after the oldest target in the target area

that it can get to before the target disappears� If several targets are on the screen�

as is frequently the case� this may not be a very good ordering� since it may be

possible to reorder the targets so as to reduce the time spent in moving the gun

around� In addition� consider a situation in which there are several targets that

all appeared at about the same time� with about the same velocity� All of these

targets may appear to be reachable before they disappear� though in fact it may

be possible to reach only one or two of them before they all disappear at roughly

the same time� Constructing an explicit schedule that takes into account the time

required to get from one target to the next will allow the robot to avoid this error�

We split the scheduling problem facing the robot into two pieces� deciding what

target to shoot at next and when� and deciding what sensor readings to take in order

to maximize the probability of hitting the targets aimed at� We have implemented

a target scheduler that determines a schedule of targets to try to hit and �xes the

maximum number of shots to be taken at each target� For a given target schedule�

the robot can allocate time to scheduling the sensor so as to maximize the expected

value of the targets hit� Since the sensor is a scarce resource� we model it as a

set of 	slots
 separated by the �xed sensor delay� each corresponding to a separate

reading� Sensor scheduling involves deciding what target will get a reading in each

of these slots�

Deliberation scheduling for the Shooting Gallery consists of determining when

to do target scheduling and when to do sensor scheduling� The two forms of schedul�

ing are interdependent� sensor readings provide additional information that makes

target scheduling more reliable� Reliable target scheduling means that scheduled

sensor readings are more likely to be useful� because the target involved will in fact

be �red on at the expected time� As a �rst test of the e�ect of these two schedulers�

we ran a series of trials� For each trial� we noted the utility of the robot�s perfor�

mance �the value of the targets it hit� for four di�erent cases� doing no deliberation�

doing only target scheduling� doing only sensor scheduling� and doing both target

and sensor scheduling� We ignored the cost of deliberation in these experiments�

the object was to establish upper bounds on the improvement in the robot�s behav�

ior resulting from time allocated for deliberation using these two schedulers� The

results are summarized in Table ��
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Deliberation Avg Utility

None ����

Sensor only ����

Target only ���


Both ����

Table �� The bene�ts of deliberation

Sensor scheduling does not appear to be very e�ective� its improvement on the

expected utility of the robot�s performance is only about �%� even when we ignore

the cost of deliberation and run the scheduler to completion� This compares to

about a ��% improvement in expected utility for the target scheduler� when the

cost of deliberation is again ignored�

Given these results� we do not use the sensor scheduler at all� Deliberation

scheduling is trivial� we run the target scheduler until one of three things happens�

� A new target appears�

� A target is hit�

� A target disappears without being hit�

These events modify the set of targets the robot knows about� and the target sched�

uler is restarted with the new information�

The bene�t of target scheduling is shown in Figure ��� The leftmost value on

the graph is the expected utility when the robot does no deliberation at all� For the

rightmost� deliberation is free� In between� the cost of deliberation increases to the

left� This graph has one very interesting feature� the cost of the approximations

made in constructing expectations has become signi�cant� There is a point at

which the expected utility of the robot�s performance is actually worse for having

done some deliberation than it is for no deliberation at all� This suggests that the

expectations the robot uses are not a good model for the actual behavior of the

system�

The expectations the robot uses involve the same simpli�cations as for time�

dependent planning and Robot Courier� future events are ignored and expected

values� not distributions� are combined� but the cost of these approximations has

become signi�cant�
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Figure ��� Performance pro�le for target scheduling

	 Conclusion

In this paper� we describe deliberation scheduling� an approach to making tradeo�s

among competing demands for computation and action in dynamic environments�

We show how the use of anytime algorithms simpli�es the problem of providing

e�ective deliberation schedulers and analyzing the behavior of the resulting sys�

tems� We demonstrate the application of deliberation scheduling to a simple class

of abstract time dependent problems� We also discuss some of the complications

encountered in applying this approach to more complex problems�

All of the approaches described in this paper make rather restrictive assumptions

in order to avoid the combinatorics involved in dealing with unlimited decision�

making horizons and complicated interactions between information sources� We

need to extend the current approaches to handle computational models that re�ect

the complexity of existing problem�solving systems� We need experience with real

applications so that the research will be driven by real issues and not artifacts of

our mathematical models� An interesting area for future research involves identi�

fying and dealing with restricted types of interactions and providing a disciplined

approach to extending decision�making horizons�

��



The work in time�critical problem solving will have far reaching implications

for the whole research community� Time is an issue in any problem solving task�

Theoretical results concerning agents with limited computational resources should

shed light on a number of basic representation issues� For instance� the notion of a

	plan
 as a persistent belief does not make sense until you take computational con�

siderations into account� Plans enable a system to amortize the cost of deliberation

over an interval of time� If time were not an issue� there would be no justi�cation

in committing to a plan�
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