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Abstract

This paper describes an algorithm for solving large
state-space MDPs (representedaadoredMDPSs)
using search by successive refinement in the space
of non-homogeneous partitions. Homogeneity is
defined in terms of bisimulation and reward equiv-
alence within blocks of a partition. Since homo-
geneous partitions that define equivalent reduced
state-space MDPs can have a large number of
blocks, we relax the requirement of homogeneity.
The algorithm constructs approximate aggregate
MDPs from non-homogeneous partitions, solves
the aggregate MDPs exactly, and then uses the re-
sulting value functions as part of a heuristic in re-
fining the current best non-homogeneous partition.
We outline the theory motivating the use of this
heuristic and present empirical results and compar-
isons.

1 Introduction

(optimal for the aggregate MDPs) also serve as policies for
the original MDP and the value function for the optimal pol-
icy in the aggregate MDP serves as an estimate for the value
of the policy in the original MDP. Given this estimate and
the current partition, we choose the refinement that yields the
greatest improvement and iterate. In the remainder of this pa-
per, we present some background, provide a theoretical mo-
tivation for our refinement heuristic, and describe the results
of a series of experiments.

2 Factored MDPs (FMDPs)

Definition 1 (FMDP) An FMDP is defined as a tuplé/ =
{X,A,T, R} where

o X = [X1,...,X,] is a vector of fluents which collec-
tively define the state. We u8g, to denote the set of
values forX;. Qx, is the sample space of;, whenX; is
considered as a random variable. Thus, the state space
for M is Q¢ = J[,Qx,. We use lower case letters
Z = [z1,...,2,] to denote a particular instantiation
of the fluents, and; ; and z; ; denote, respectively, a

Markov Decision Processes (MDPs) employing representa-  fluentand its value at a particular time
tions that factor states, actions and their associated transi- ¢ A is the set of actions.

tion and reward functions in terms of component functions
of state variables (fluents) have surfaced as plausible models

for planning under uncertainfBoutilier et al, 1999. Since

the number of states in these factored MDPs (FMDPS) is ex-

e T'isthe set of transition probabilities, represented as the
set of conditional probability distributions, one for each
action and fluent:

ponential in the number of fluents, traditional iterative meth- . . n
ods that require enumerating states are typically not effective. T(Xt,a, Xt41) = H P(X;41|paA(Xit41),a)
In this paper, we solve FMDPs by constructing and refining i=1

non-homogeneous partitions of the state space. In a homo-
geneous partition, any two states in a block have the same
reward and the same distribution with respect to transitions
to other blocks. Non-homogeneous partitions allow variation

wherepa(X; ;+1) denotes the set of parents &f ;4
in the graphical model (see below). Note that
VZ’; dei,t+1) - {Xl,t; B 7Xn,t}-

among the states in a block with regard to rewards and block e R : X — % is the reward function. Without loss of gen-

transition distributions. From a non-homogeneous partition, erality, we define the reward to be determined by both
we construct an aggregate MDP by averaging the transition  state and action : X x A — ®).

probabilities and the rewards within blocks.

The algorithm described in this paper solves FMDPs by Figure 1 shows an example of a graphical model for the
successive refinement in the space of non-homogeneous paynamics governing an action in a toy robot domain with five
titions. We use factored representations to encode the partboolean variables. The robot has to deliver a cup of coffee
tions and the aggregate MDPs we construct from them. Wevhenever requested. Unfortunately, the coffee bar is outside
can solve the aggregate MDPs in time polynomial in the numthe building and the robot receives a small amount of punish-
ber of blocks in the partition. The resulting optimal policies ment if it gets wet. Each fluent denotes a particular aspect of
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R, U, W, has the same transition probability of ending up in bldgk
Q Q ¥\ X\ AN by actiona. Mathematically,
1.0 0.0 1.0 0.0 1.0 Rt
(w)—=(w) N\ 3c € [0, 1] such thatvz, € C,T(%},a,B) = ¢
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e, we, /\1 where

0.1 .0

1.6/\0.9 1.6/\0.0 T (%1, a, B) = Z T(Zy,a, Zpy1)-

Tiy1€B
t t+1

We say that' is stableif C is stable with respect to every
Figure 1: Graphical representation of an FMDP describing &lock of P and action inA. P is said to behomogeneous
toy robot domain. and only if every block is stable.

Given a homogeneous partition of an FMDP, we can define

the world: the weather outside being raim)(the robothav- an aggregate MDP that &quivalentto the original FMDP.
ing an umbrellaly), the robot being weti{’), the robot hold-  Every state within a block of a homogeneous partition has
ing coffee ), and someone wanting coffed/(C). Note  the same state dynamics with respect to any poliey, the
that the probabilistic effect of each fluent at tisdel is condi-  transition probability of moving into a block is the same for
tioned on a small number of fluents (the set of parent fluentsvery state in the same block. Thus, if every state within a
e.g, paWiy1) = {R:, Uy, W;}) at timet. The conditional  block of a homogeneous partition has the same reward, the
probabilities are stored as trees rather than tables for furthgrartition yields a reduced model of the original FMDP.
savings in the size of the representation. Thus, we complete Givanet al.[2000 introduces-homogeneitjor finding an
the description of the state dynamics by specifying condiapproximately homogeneous partition with few blocks. We
tional probability trees (CPT$Boutilieretal, 1995 foreach  say that a block” is e-stablewith respect taB anda if
fluent and action. Similar representations have been used to . .
model Markovian processes with factored state spazes, Je € [0, 1] such that/r; € C,[T(Z,a,B) —¢[ < e.
the Two-stage Temporal Bayesian Network (2TB®@ean ¢ every block of partitionP is e-stable with respect to ev-
and Kanazawa, 198&nd the Dynamic Bayesian Network gry other block ofP and every action, we saf is an e-
(DBN) [Forbeset al, 1999. The reward function? is also  ,omogeneous partition. Qualitatively speaking, by relaxing
designated in terms of rees. the equality to bapproximately equal with error withia, we

FMDPs exploit conditional independence among the flu-get 5 smalier partition than if we required strict homogeneity.
ents given their parents in the graphical model to achieVeg error in the optimal value function computed fromean
economy of representation. However, the underlying strucp,mogeneous partition is discussed in the work of Singh and
ture in the domain that makes compact representations possyse 1994 and White and Eldeib1994. Most of the previ-
ble does not lead necessarily to an efficient FMDP algorithmg ;s work on computing approximate solutions of FMDPs fol-

There are algorithms modeled after classical MDP algorithmsg,, similar analyse§Boutilier and Dearden, 1996: St-Aubin
that use dynamic programming to iteratively update a valugy 5. 200d. ' '

function represented in a factored form; however, the size of
the value functions so represented can easily explode. Ther, s

are also algorithms that F():ompress the valugfunrt):tions in aég Non-Homogeneous Partitions for FMDPs

effort to prevent an explosiore.g, using a tree representa- There are two important questions remaining to be answered
tion for value functions with pruning techniquéBoutilier ~ concerning partition refinement techniques for FMDPs. First,
and Dearden, 19960r using Algebraic Decision Diagrams Wwhat class of functions should we allow to represent block
(ADDs) for further reductiofiHoeyet al., 1999. These algo- formulae? If we restrict the representational power of the for-
rithms are examples of Value Function Approximation (VFA) mulae too much, we may end up with large partitions but
algorithms applied to FMDPEGordon, 1995; Tsitsiklis and with easily manipulable block formulae. If we allow ar-

Van Roy, 1996; Koller and Parr, 19p9 bitrary functions, manipulating block formulae is NP-hard
(seelGoldsmith and Sloan, 2006or recent analysis.) though
3 Stochastic Bisimulation Equivalence we can compute the coarsest homogeneous partition which

) _ i _ may be small. Second, what if the coarsest homogeneous
Dean and Givar{1997 introduce the notion obtochastic  partition is still exponentially large compared to the descrip-
bisimulation homogeneitior FMDPs. 1t is an extension of  tjon size of the FMDP? Calculatinghomogeneous partition
the state eqUivalence relation for mlnllelng Finite State AU'he|pS, but note that we don’t have a fine control over the size
tomata (FSA) to that of probabilistic FSAs. Dean and Givan’sof the partition — all we know is that increasirgwill gen-
model minimization algorithm for FMDPs partitions the state erally reduce the size of the partition and decreasing it will
space intestableblocks. genera”y do the Opposite_

Based on the above observation, we describe a new state

Definition 2 (Stable Block and Homogeneous Partition) aggregation algorithm that does not search for the coarsest
A blockC of a partition P is said to bestable with respectto homogeneous partition. In fact, the technique is not driven
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Figure 2: Chopping the blocky A X5 with respect taX;, -
X, or X3. Note that the blocks resulting from the CHOP . V(%)
operator are not stable in general.

Figure 3: Value functions for an MDP constructed from a
by the notion of stochastic bisimulation homogeneity. Givennon-homogeneous partition. The figure illustrates an example
an initial non-homogeneous partition of the state space, th@here the MDP has two states and the partition has one block.
algorithm iteratively decides which block to refine so that it The dashed line is the set of representable approximate value
produces at the end an approximately optimal policy with-functions.d; < 2(1 + ﬁ)e andd, < %
out generating a huge partition. Thus, given a partition, the
algorithm has to determine which block to refine with re- . . . .
spect to which fluent. Note that the partitions we consider» the optimal value function i/, which we define a¥’y,
are note-homogeneous given that the transition probabilitiess Within a bounded distance from the true value funciion
can widely differ. To this end, we introduce a deflnl_tlon and a theorem from

We show that the optimal value functions calculated onG0rdon[1994 that are used in proving Theorem 2.
non-homogeneous partitions provide the basis for an effective . .. L .
heuristic for selecting the block-fluent pair to chop. First, weP€finition 4 (Averager) An approximation function is aa-

define how we construct the MDP from a non-homogeneou§'agdetif, given the target vectol/, the approximation func-
partition. tion generated/ defined as

Definition 3 (MDP from Non-Homogeneous Partition) U(i) = Bies + Z BiU ()
Given anFMDP M = (X, A, T, R) and a non-homogeneous ) ! _
partition P of the state spacélg, the aggregateMDP wherec; is a constant and; and ;; are non-negative con-
induced byP, denoted as\p = (P, A, Tp, Rp), is defined ~ Stants suchthati, 5; + 3, 5i; = 1.

as
Theorem 1 (Gordon) Let V* be the optimal value function

Tp(C,a,B) = 1 Z T(Z,a,i) foran MDP M, L the update (Bellman backup) operator for
Cl selFen value iteration,
1 " o o i
Rp(C,a) = i 3" R(Z,a) LV (%) = max[R(Z,a) +7 ) T(%a, &)V (7))
zeC TeQy

forall B,C € P anda € A. V5 denotes the optimal value and A the mapping for an averager. Lét“ be any fixed
function ofAp, which is a mapping frorf2 ; to ®. Note that  point of A. Given|[V* — V4|, = e, the iteration ofL o A
for any# and Z’ in the same block oP, V(%) = Vi(i')  converges to a value functidn°4 so that||[V* — VEo4|| <
and7n*(Z) = n*(&). 2ve/(1 — v). Approximate value iteration using returns

, . , AVEoA which satisfied V* — AVLoA|| < 2e+2ve/(1 — 7).
Given a partitionP, the algorithm selects block’ and

fluent X for generating a refined partitio®’. P’ has
the same blocks a® except forC which is replaced by Theorem 2 (Bounded Distance betweel™™ and Vi)
CHORP, C, X). Figure 2 illustrates how the CHOP operator Given anFMDP M = ()‘(’7 A,T,I,R) and a partition P of
generates refined blocks 6f. Recalling that is the num-  the state spacg , the optimal value function ¥/ given as
ber of fluents in the domain, we note that there are at mosf’* and the optimal value function @ » given asV/p satisfy
n|P| different refined partitions that can be obtained by thethe bound on the distance
CHOP operator. For each refined partitith generated by ~ ILVE — Vi
the CHOP operator, the algorithm construkfs: and calcu- [V* = Villoo < 2(1 + )e 4L —PI= (1)
lates the optimal value functioii, . 1 1—7

We will present the algorithm shortly. But first, we would wheree = miny,, [|[V* — Vp||~ (Vr being any value func-
like to know how good it is to us@/p to solve the original tion such that for any bloclB € P and anyr and#’ in B,
FMDP. We prove that given any non-homogeneous partitioVp (%) = Vp(2)).




Proof Recall from the definition thatz € C,

V*(Z) = mgx[R(f, a) + v Z T(Z,a,2)V*(@)]
#eX
and
V(@) = max |C| z;;R
xE
=P > T@aDViB)]
BeP

We define another value function
|C| Z max QC (L
reC
+7 ) Z

BePzx

Ve(B)].

To calculate the maximum distance betwé&nhand X7*, we
define an averaget p as follows:

Z ICI

V(%) = (ApV)(Z) = ") forVC € P,Vi € C.

Note that each fixed point ol p assigns the same value to

1. The number of iterationd’, initial partition P of the
state space (reward partition), and the optimal value
functionV}; for Mp.

2. For each bloclC' € P and fluentX;,1 < i < n,
computeM pr whereP’ is the same a® exceptC' is
replaced by CHORP, C, X;).

3. For eachP’, computeV}, and then selec* =
argmax||V3, — Vi

PI

4. If Step 2-3 has been rufV times, halt and output}..

5. SetP = P* and go to Step 2.

Figure 4: The algorithm for finding a non-homogeneous par-
tition for an approximately optimal policy

By combining Equation 2 and Equation 3, we have shown
that

VZ=Vhlloo < V7 = Vleo + IV = Vil
§2(1+ Y )e+ ILVE — Vil
1—7v 1—v

d

There are two remarks on the bound in the above theorem.

states in the same block. For the example shown in Figure st « = miny,, [|[V* — Vp||~ that appears in the first ad-

the straight dotted line satlsfy|rig4(x1) Va (Z2) is the set

of fixed points forAp since#; and - belong to the same

block. SinceP is a refinement of the reward partitio?f,* is

the fixed point of the mappinfjo Ap, and applying the result

from Gordon[1999, we have that

{7 * g
— <
17 =Vl < 201+ 7200 )

wheree is the distance betwedn* and the closest fixed point
of Ap. The distance betweevi* and V} is calculated as

follows: For anyr € C,

V(%) = V(@)
‘|C|Zmax a:a—i—'sz;Z (%,a,7) (B)]
|C| Z maX R(Z,a —l—’yz Z (Z,a,%)Vp(B)]
zeC BePz’

|C| Z maX R(Z,a —l—’yz Z (Z,a,%)Vp(B)]

BePz €B
max[cz —l—’y ZZT ca, 2 )Vp( )]‘
| | |B€P
Svll‘j*—Vplloo+||(APoL)Vp—Vp||oo
=V" = Velloo + (AP 0 L)VE — ApVP|o
<AV = Voo + ILVE = Vil

Since the above inequality holds fé€ € P, we have

. . LVE — V3|l
17 = Vol < 12 =TE] ©)

ditive term in Equation 1 measures how fine is the partition
P. € is the minimum error that we can achieve by assigning
values to the components &>, with the restriction that the
values should be the same for the components that belong to
the same block irP. Thus, we naturally expect that a finer
partition will achieve a smaller, although it depends on how
the state space is partitioned. At least, given a partifion
and its refinemenP’ C P, and lettingep andep: be thee
of P and P’ respectively, we can say that > ep.. Note
also thate becomes 0 for a homogeneous partition. Second,
ILVE — V3|l e in the second additive term also vanishes as
the partition becomes finer. Although there is no guarantee
that the error is monotonically smaller for a finer partition
and larger for a coarser partition, at least this error serves as
an upper bound on the distance.

The algorithm that we describe in the following selects the
bestrefined partitionP’ from the current partitio® given by
the formula

argmax||Vy — V3.
P/

Theorem 2 indicates that by choosing a refinem@nof P
maximizing the distance betweérj;, and V5 there is rea-
son to believe that we are making significant progress in ap-
proachingV*. This is the same sort of argument used to jus-
tify the use of discretization strategies for continuous state-
space MDPs.

The algorithm runs iteratively by refining the partition for
a pre-determined number of iterations so that we end up with
a fixed-size policy. Figure 4 shows the algorithm. Note that
constructingM p. can be done efficiently. The new transi-
tion probability matrix7p, typically has many components
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1 X2 o CPTforXs - — ——————7 - homogeneous partitioning algorithm found the optimal policy
oo oa (Px) Tp(C,a C) =015 after 6 chops, totaling 10 blocks in the partition. The optimal
value is 8.12.

Figure 5: Calculating’s/ (C, a, C") with decision trees.
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p(Ca,C) p(C,a,C7), Va € ANC ¢ BVC ¢ Figure 7: EXPON domain (12 variables, 4096 states). After

The remaining components are computed without explicitlyl00 chops (113 blocks), the non-homogeneous partitioning
enumerating all of the states in the blocks. Figure 5 showslgorithm yields an approximately optimal policy. The opti-
how we calculate the componefip (C, a,C’) using deci- mal value is2.4 x 10'°,
sion trees wher’ € B or C’ € B. To compute the com-
ponent, we first graft CPTs and multiply the probabilities in
the terminal nodes. Since we are only interested in the transi- |
tion probability related to block€ andC’, we can eliminate .
the branches of the constructed tree that do not intersect wit@
block C. This greatly reduces the size of the tree. The final
step is to take the average of the items in the terminal nodes in
the tree, weighted by the sizes of the blocks that the terminal e
0 20 40 60 80 100 0 20 40 60 80 100
nOdeS represent' Iteration Iteration
The reward functiorR p- for Mp: is obtained similarly.
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Figure 8: FACTORY domain (17 variables, 131,072 states).
5 Experiments After 100 chops (126 blocks), the non-homogeneous par-

i i titioning algorithm yields an approximately optimal policy.
The test problems used in our experiments are adopted frof,g optimal value i€8.4.

Hoeyet al.[1999 and involve domains with 6 to 17 binary
variables (fluents). The initial probabilities are given as a
uniform distribution. For each domain, we show the perfor-MDP) and the heuristic value (the optimal value of the ag-
mance of the policy derived from the non-homogeneous pamgregated MDP) after each iteratiofihe values are obtained
tition and the cumulative elapsed time at each iteration. Wessuming uniform starting probabilities on the statékhe
use CPLEX 6.5 for calculating optimal value functions of ag-graphs on the right sides show the plots of cumulative elapsed
gregate MDPs induced by non-homogeneous partitions, artime (in seconds) after each iteration. Note that in some do-
the CUDD packagESomenzi, 199Bto implement structured mains, there is a small gap between the actual performance
versions of iterative algorithms (similar to SPUOQHoeyet  and the heuristic value even when the policy from the aggre-
al., 1999) for evaluating the policies and calculating the opti- gated MDP reached the optimal performance. This is due to
mal value functions. All experiments are run on a Sun UltralQhe fact that the evaluation is done through an iterative method
with 256Mb of memory. with the stopping conditiofjV;+1 — V;|| < §, which we set
Figure 6 through Figure 8 illustrate the performance of theto 0.01.
algorithm in Figure 4 on three benchmark domains. We ran The optimal value function of the EXPON domain (Fig-
the algorithm for 100 iterations, except for the COFFEE do-ure 7) has thousands of internal nodes even when represented
main since it consisted of only 64 states. For each figure, thas an ADD. The non-homogeneous partitioning algorithm is
graph on the left side shows the actual performance (actuaot able to find the optimal policy with partition size less than
value of the optimal policy calculated from the aggregatedr equal to 113, however, the policy at the end of 100th itera-
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Figure 9: Distance plots between two value functions of suc!:'gure 10: Comparison of the non-homogeneous partition-

- - I ing algorithm and the APRICODD on EXPON domain. The

f(?fizle: ?:goglr:?:gEaE 'I\EA)I(DIEg‘lEIP,*F_A(‘:/?}Q)IS\fIgure 4). From left numube_r _inside the pa”renthesis is the pruning param_eter for
the “sliding-tolerance” pruning. The Perf. is the ratio be-

tween the performance of the optimal policy and that of the
tion performs 10 times better than the initial policy from the approximate policy assuming uniform starting distribution on
aggregate MDP induced by the reward partition. The sizéstates. We also present the number of nodes an_d leaves in the
of the ADD representation for the optimal value function is ADD representation of approximate value function from the
also quite large in the case of the FACTORY domain (Fig-APRICODD.
ure 8). After 100 chops, totaling 126 blocks, the policy from
the aggregated MDP has a value of 24.8 which is 87% of th
optimal value.

We also experimented on the LINEAR domain (14 vari-
ables, 16,384 states). The optimal policy of the aggregaﬂe
MDP from the reward partition yields the optimal value,,
the optimal policy was obtained without any split. It takes

R Perf. | Blocks Time
Non-homogeneous 87 % | 126 55402 s
Perf. | Nodes | Leaves| Time
APRICODD (0.2) | 67% | 342 73 920s
APRICODD (0.3) | 26 % | 252 65 893s

figure 11: Comparison of the non-homogeneous partitioning

that every refinemenP’ of the current partitionP yields algorithm and the APRICODD on FACTORY domain.

V5 — Vi| = 0, then it knows the current optimal policy

from the aggregated MDP is indeed optimal. Meanwhile, ouparameter so that we get smaller value functions from APRI-
implementation of the structured value iteration using CUDDCODD results in non-converging behavior. In fact, APRI-
package (which is not as fully optimized as SPUDD) takesCcODD on the EXPON domain with pruning parameter 0.5
43.58 seconds (15 leaves). does not converge. In this case, we stopped the algorithm

Figure 9 shows the distances between two value functionghen the value functions between consecutive iterations were
of successive aggregate MDPs for each domain. We exsscillating (500 iterations). Note that we are still allowing the
cluded the LINEAR domain since the distances were zerg\PRICODD to search in the space of a much richer represen-
from the onset. Note that in the COFFEE domain, the distation for value functions — an ADD with 246 nodes can rep-
tance decreases sharply after the optimal policy from the agesent a much finer partition than a partition with 113 blocks.
gregate MDP is actually optimal. However, the distances afin terms of the number of blocks, the non-homogeneous par-
ter that are not zero, which implies the partition is still non-titioning algorithm performs comparable to the APRICODD
homogeneous. We do not observe such behavior in the EXalgorithm. Note also that our implementation of APRICODD
PON and FACTORY domain since the algorithm was not abléds not fully optimized, and that the running times may be sig-
to yield the optimal policy. Although the distances betweennificantly greater than those reported by the original authors.
consecutive value functions are large, we note that the actual We are currently exploring heuristics for efficiently se-
performance does not change much in the two domains. lecting block-fluent pairs to chop. We note that solving
is natural that a big difference in value functions does notontinuous MDPs faces a similar problem, and we are ex-
necessarily imply a big difference in the actual performanceperimenting on discretization heuristics such as Munos and
Sometimes, a block containing states with highly varing tranMoore [Munos and Moore, 1999 A preliminary result
sition probabilities is not so important to reach for optimal shows that this heuristic is highly effective, yielding approx-
performance, hence chopping the block does not greatly imimately 50-fold speed up in some domains. A preliminary
prove the actual performance of the policy. report on this experiment appeardkim, 2001].

We also compare the performance of non-homogeneous The above experiments show two advantages of using the
partitioning algorithm to APRICODIDSt-Aubinet al.,, 200d. non-homogeneous partitioning algorithm. First, while in
Figure 10 and Figure 11 summarize the comparison of theome domains the coarsest homogeneous partition may be
two algorithms on the larger domains, EXPON and FAC-quite large, it may not be critical to compute a homogeneous
TORY. By trial and error, we tuned the pruning parameter ofpartition to obtain an optimal (or near optimal) policy. Struc-
the APRICODD algorithm so that the size of the approximatdured value iteration algorithms such as SPUDD or APRI-
value function from the APRICODD algorithm is comparable CODD may incur a large cost in representing an optimal or
to that of the non-homogeneous partition at the end of 10@ear optimal value function, whereas the non-homogeneous
chops. We used “sliding-tolerance” pruning technique withpartitioning algorithm does not necessarily face such a prob-
different parameters. We allow two to three times more nodelem. Second, the algorithm provides a new approach to find-
in the decision diagrams than the number of blocks in théng an approximately optimal policy, which allows us to spec-
non-homogeneous partition. Often, increasing the prunindy the desired size of the policy priori.



6 Conclusion and Related Work sumptions and computational leveragurnal of Artifi-

To achieve economy of representation many algorithms ag- ¢! Intelligence Researciil, 1999.

gregate states that have the same (or roughly the same) valU®ean and Givan, 1997Thomas Dean and Robert Givan.
they do so using a variety representations ranging from sim- Model minimization in Markov decision processes. In
ple set representatiofBertsekas and Castari, 1989, de- Proceedings AAAI-971997.

cision trees[Boutilier et al, 1995; Boutilier and Dearden, [Dean and Kanazawa, 1989homas Dean and Keii

é?i%;ﬂgg?ezborgg ?oeﬁgseig? C‘g?ﬁgﬁﬁgﬁg?ﬁgp}g%ﬁgis Kanazawa. A Model for Reasoning about Persistence and
S " ’ Causation. Computational Intelligencepages 143-150,
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