


slow-down, the computation is much faster than

that of the best known sequential algorithm. This

technique has been implicitly used in [BPa] for

polynomial division and in [BPb] for computing

modulo an the square root (and similarly the m,-

th root for any integer m z 2) of a polynomial

p(x).

A complementary viewpoint is to consider su-

pereffective slow-down of parallel computation as

an “effective” parallel acceleration of an efficient

(not necessarily optimal) sequential algorithm for

the given problem, i.e. , a parallelization that pre-

serves (or slightly increases) the total potential

work w; typically, however, the acceleration will

not achieve the best known parallel time. Prob-

lems that lend themselves to this treatment — as

our examples suggest — are those solvable by a

sequential recursive algorithm, whose task is to

reduce an instance of size n to an instance of size

n – 1. If such an algorithm exists, then the trick

is to replace the sequential nonrecursive portion

of the algorithm acting on a subproblem of size

1, with a parallel subroutine acting on size s >1,

and to seek the largest s for which w is maintained

constant,

Our objective is to extend this approach to

a large class of computations, in particular, to

some fundamental computations with matrices

and graphs. Our study shows that the supereffec-

tive slow-down is possible for numerous parallel

computations that may fast extend the solution

of a problem of size s to one of size ks for any

positive integers s and k.

We only demonstrate our techniques for few

computational problems, in particular, for the in-

version and quasi-inversion of matrices and for

solving structured systems of linear equations,

but these problems are fundamental and have

numerous applications to linear algebra compu-

t ations (matrix inversion), to path algebras in

graphs and digraphs (quasi-inversion), and to var-

ious areas of symbolic computations (structured

linear systems).

We believe that some of our algorithms have

practical value. In particular, for computations

in numerical linear algebra, such as solving trian-

gular linear system of equations, these algorithms

run faster than the known customary algorithms,

even when the number of processors is reason-

ably bounded. Furthermore, our algorithms in-

tensively use block matrix computations, which

can be effectively implemented on loosely cou-

pled multiprocessors. Finally, we refer the reader

to [UY], [S] and [S,a] for some alternate nonal-

gebraic techniques on supereffective slow-down of

graph algorithms.

We will organize our paper as follows: After

some definitions and preliminaries in Sections 2

and 3, we show how to apply a supereffective

slow-down to quasi-inversion of matrices over the

semirings and to their inversion over the fields.

In Section 5, we treat the inversion of triangu-

lar matrices and solving triangular linear systems

of equations. In Section 6 we consider the same

computations in the case of Toeplitz-like input

matrices, having further extension to polynomial

computations.

2 Definitions and Preliminary

Results.

For convenience and generality of our present a-

tion, we will assume the customary PRAM mod-

els of parallel computing ( [EG], [KR], [Val] ). Un-

der such models, each processor in each step

performs at most one arithmetic operation. By

OA@, p) we shall denote the pair O(t) and O(p)

of simultaneous asymptotic bounds on the num-

bers of arithmetic steps (arithmetic parallel time)

and processors, respectively.

We will use the modified Brent’s principle,

which can be expressed as the following impli-

cation: OA(t, .SP) impfies OA(st, P) for any s ~ 1.

Note that the total potential work bound w =

O(tsp) is preserved in this implication. Since

~A(t, p) impfies ~A(tp, 1) the known sequential

time bound q. shall never exceed the total poten-

tial work w of any known parallel algorithm (up

to within a constant factor). If w = O(qo), the

parallel algorithm is called eficient.

We will need some known facts about the com-

putations with matrices over the fields F and

semirings 1? (the latter also called dioids and path

algebras). Over any field or semiring, we may

compute an m x n by n x p matrix product within
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the following bounds:

~A(logn, ~(m, n, P)/logn) (2)

where

M(m, n,p) < mnp, M(n) = M(n, n,n) < n3.

(3)

Remark 1. Over the fields (and rings), we may

theoretically improve this bound to

M(m, n,p) < mnp/(min{m, n,p})3-’”,

u < 2.376, so that

M(n) = M(n, n, n)

The algorithms supporting

< nw.

the bound w <

2.378 ([CW], [P87], [BP]) are not practical, unlike

some algorithms supporting the bounds u <2.81

and even w < 2.78, which have some limited prac-

tical value ([GL], [LPS]). In the remainder of this

paper, however, we shall assume that both in-

equalities (3) hold as equalities.

For n x n randomized matrix inversion over a

field F, we have the following estimates ([P90],

[KP], [KPa], [BP]):

OA(-y(n,p) log2 n, M(n)/(~(n,p)logn)) (4)

where M(n) is defined by (2), (3), p is the char-

acteristic of F and

{

flog n/logpl if p >0, ~5,1
7(n, p) = ~ ifp=O. ‘

For the same computational problem, we have

the following deterministic estimates:

OA(hg2 n, nO~(n)/ 10g2 n) (6’)

where ~ g 1 over any field F ([Be], [Ch]); how-

ever, if F has characteristic p = O or p > n, then

P < 1/2 ([PS], [GP]).
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Over the semirings with additive operator @,

instead of matrix inverses we compute the quasi-

inverses (A* denoting the quasi-inverse of A), as

follows:

A* = lim A(9),
q+lxl

A(o) = ~,

A(q) = A(9-1) @ Aq,

q = 1,2, ...,

1 denoting the identity matrix in the semiring

([Ca], [PR], [P92]). In many applications, we deal

with semirings where

A* =

for any n x n matrix A.

A(71-1) (7)

Then the bounds (2), (3)

for AZ(n) = n3 are extended to the evaluation of

A*; these bounds take the form

0A(10g2 n, n3/ log n). (8)

3 A Factorization of a Matrix

and of Its (Quasi-) Inverse.

Hereafter, 1 and O denote the identity and the null

matrices of appropriate sizes, respectively. AT

and AH denote the transpose and the Hermitian

transpose of a matrix A, respectively (see [GL]

for these standard definitions).

We will represent an n x n matrix A as a 2 x 2

block matrix and recall the following factoriza-

tion of A and A-l ([AHU]):

A=

A-l =

[1~=BC

EG’

I –B-~c H
B-1 ~

01 0 s-1

S= G–EB-l C.



Here, B is an m x m matrix, m ~ n, and we

assume nonsingularity of A, B and S. For a non-

singular mat rix A, we may ensure non singular-

ity of B and S with high probability by means

of a simple preconditioning of A, for instance,

by premultiplying A by UL where UT and L

are unit lower triangular Toeplit matrices with

ones on their diagonals and with other entries of

their first columns chosen at random (compare

[BP]). Over the real or complex fields (and over

their subfields) we may deterministically ensure

the nonsingularity of B and S by shifting from the

original matrix A to the positive definite product

AHA, as we shall illustrate below.

No extension of (9) to semirings is known,

but (10) and (11) are extended as follows ([PR],

[P92]):

S = G – EB*C. (13)

4 Supereffective Slow-down for

Matrix Inversion and Quasi-

inversion.

The fastest parallel algorithms that support the

bounds (4) - (6), (8) are not efficient since Gaus-

sian elimination over any field and its extensions

to semirings support the bounds OA(n, n2), im-

plying the total work n3. Next, we will illus-

trate that matrix inversion and quasi-inversion

lend themselves to supereffective slow-down.

Let us consider a semiring such that property

(7) holds for n x n matrices for any n (this im-

plies that (8) is applicable). Let A be an N x N

matrix. As in the preceding section, we partition

A as a 2 x 2 block matrix, where the upper-left

block B is an n x n matrix (n to be determined).

The technique based on (12) and (13) reduces the

computation of A* to the computation of B*, S*,

and six multiplications of pairs of rectangular ma-

trices, whose dimensions never exceed N and one

of which has at least one dimension equal to n.

Therefore, these multiplications have global cost
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OA(SlOg N, iV2n/slog N) for any s ~ 1 (see (2)

and (3)). If we explicitly compute B* and all ma-

trix products, we reduce the original problem to

the (recursive) computation of S*. By (8), B* is

computed at the cost 0A(k)g2 n, n3/ log n). Thus,

the nonrecursive part of the computation satisfies

the cost bound

0A(log2 n+slog n, n3/logn+Nn/slog N). (14)

It follows that the global time of the (recursive)

computation is given by t = O (( N/n) (log2 n +

slog N)). We now multiply t by the num-

ber p of processors, which satisfies the bound

P = 0(n3/ log n + N2n/slogN), to obtain

the potential work w; we then select s so

as to minimize w, and, subsequently, select

n so as to make w = 0(N3), the opti-

mal work of the sequential algorithm. This

yields s = (N/ log N)(logn/n)(log n)112 and n =

N/(log N)l/2. Therefore, we arrive at the solu-

tion A* of the original problem at the overalJ cost

oA(hg N)5/2, N3/(logiV)5/2). (15)

The parallel algorithm that supports (15) is ef-

ficient according to our definition, and still quite

fast, for it involves a slow-down just by a factor

O((log N)112) with respect to the fastest known

algorithm for this problem (see (8)), while the

number of processors is decreased by a factor

O((log N)3j2).

A similar process based on (4), (9) - (11), where

we choose n = N/(~(N, p)logN)112 (see (5)), to

define the size n x n of the block B and where

we precondition A to avoid the singularities with

high a probability, yields the bounds

oA((log N) ’@(~(N, p))siz, N3/((log N)5@y(N, p)siz))

on the randomized complexity of the inversion of

an N x N matrix over a field I’ of characteristic

P.

When we operate over the fields of character-

istic O, we deterministically ensure nonsingular-

ity in all such recursive computations by using

AHA in lieu of A [since A-l is easily obtained



through the identity A-l = (AH A)-lAH] (com-

pare [BP]). Then the same techniques, when ap-

plying (6) with /3 = 1/2, (9) - (11) and choosing

n = N415, enable us to compute the inverse A–l

of an N x N nonsingular matrix A at the cost

(),@l/5]ofJ2 N, N14/5/ log2 N) - (16)

Again, we achieve an efficient algorithm, although

in this case the slow-down is more substantial

(from log’ N to N’1510g2 N).

Remark 3. The latter estimate relies on (6) with

@ = 1/2. For/3 < 1/2, we may decrease the time

bound, preserving the total work N3.

As an exercise, the reader may work out the

extension of (15) and (16) based on the estimates

of Remark 1. Then the asymptotic estimate for

the total work will decrease but will not reach

the bound nti since (according to the estimates of

Remark 1) this involves rectangular matrix mul-

tiplication, which is not asymptically as fast as

square matrix multiplication.

5 Triangular Matrix Inversion

and Solving Triangular Lin-

ear Systems.

Let A be an n x n nonsingular triangular ma-

trix. Then we may improve the estimates of the

previous section for the inversion of A as follows

([BP]):

oA(k)g2??,n3/ 10g2 n). (17)

Indeed, represent A and A-l as 2 x 2 block

matrices,

[1BO A-l =

[

B-1

‘=EG’ 1–G-lEB-lG!j.
(18)

Assume, for convenience, that n = 2k for an

integer k, and that B is an (n/2) x (n/2) block

and note that (18) reduces the inversion of A to

the concurrent inversions of the half-size matrices

B and C and to two subsequent multiplications

of (n/2) x (n/2) matrices. Recursively apply the

same observations to invert B and C. Using (2),

(3), we obtain a fast 0A(log2 n, n3/ log n) algo-

rit hm; here we may apply the balancing princi-

ple as in the case of summation, and immediately

obtain (17). The resulting parallel algorithm is

efficient, since its total work is O (n3).

We may now use this algorithm (and the esti-

mat es (17)) to achieve a supereffective slowdown

for the solution of the triangular linear systems

Ax= b, (19)

since x = A–lb. Note that to obtain x, comput-

ing A–l is not required; if we first compute A-l

to subsequently obtain x, the resulting algorithm

is not efficient, since the simple substitution al-

gorithm yields the bounds OA(n, n) and has the

tot al work O (n2 ). We next explore whether a su-

pereffective slow-down is achievable for this prob-

lem.

Assume now that B is an h x h matrix (again,

h is a parameter to be selected) and let b~ =

[CT, d~] where c is a vector of dimension h. From

(18) we deduce

[1x= A–lb= Gslf ,e= B–lc, f = –Ee+d.

(20)

These relations illustrate the fact that we can

compute e at the cost oA(10g2 h, h3/ log2 h) (see

(17)), and subsequently compute f at the cost

0A(10g2h, nh/ log2 h) (note that Brent’s principle

has been applied by slowing down the computa-

tion of f to match the time used by the compu-

tation of e). Thus we have reduced the original

problem to the problem of computing G-If, that

is, to solving the triangular linear system Gy = f

of n – h equations.

Similarly, we reduce this system to triangu-

lar systems of n – 2h, n – 3h,. . . equations, and

thereby solve the original system (19). With re-

gard to the cost, we have
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which leads to selecting h = nl 12 and to the esti-

mate

OA(7Z1-ak3g2n, n2a/ k)g TL),

(),4(?L112@2 n, 11312/@2 n). (21)

Note that the algorithm is efficient (the work

equals n2), but we do not know how to avoid in-

efficiency for t = o(nl/2 log2 n).

Remark 3. We may obtain asymptotic (theoret-

ical) improvements of the bounds (1) by applying

the estimates of Remark 1. Then we just need

to set h = nlltW-lJ, and arrive at the bounds

OA(n” k3g2 n, n 2-a/10 g2n), a = 1– I/(u– 1), so

that u < 2.376 implies that a < 0.28. Clearly,

efficiency over the entire time range is achieved

only for the (unlikely) value w = 2.

6 Solving Structured Linear

Systems and Further Appli-

cations.

In this section we will refer to computations over

the complex field of const ants, so that fast Fourier

transform (FFT) at m points can be performed at

the cost OA(log m, m). We wi~ show a supereffec-

tive slow-down for solving a linear system (19) in

the special case where A denotes an n x n Toeplitz

or Toeplitz - like input matrix represented by its

displacement generator of length 0(1) (for defini-

tions, see [CKL-A], [P90], [BP]). Then for a vector

b of dimension n, the evaluation of Ab and A-lb

costs oA(]Og n, n) and 0A(bg2 n, n2/ log n), re-

spectively.

The latter cost bounds for A-lb imply the total

work bound O(n2 log n), provided that A is an

n x n Toeplitz-like matrix (see [BP]).

We will proceed as in section 4 but will re-

call that the matrix AHA, as well as the matri-

ces l?,13-l, C, E, G and S of (9)-(11), are now

Toeplitz-like matrices. We will represent them

with their displacement generators of lengths

O(l) and will operate with such matrices by us-

ing fewer processors than in the case of dealing

with the matrices of section 4.

We will finally arrive at an algorithm that com-

putes A ‘1 b and yields the bounds

F08

for any a, O < a <1. (We choose the size n“ x n“

for the leading block 1? in (9) - (11), and simi-

larly, at the next recursive steps.) These bounds

can be immediately extended to the complexity

of solving linear systems with n x n Hankel-like,

Hilbert-like, and Vandermonde-like matrices (see

[P90a]), to the evaluation of gcd and lcm of two

polynomials of degrees O(n) (see [P90]), and to

several other fundamental computations with ma-

trices and polynomials (see [BP]).
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