


agreement are too stringent to reflect practi-
cal situations. In particular, Byzantine agree-
ment guarantees coordination among all cor-
rect processors, omitting only the ¢ faulty pro-
cessors. In many situations it may suffice to
guarantee agreement among all but O(t) pro-
cessors. In other situations a simple major-
ity consensus may suffice. Similarly, in clock
synchronization, or in firing squad synchro-
nization, it may suffice for a vast majority of
the correct processors to be synchronized.

Motivated by the need to run fault toler-
ant computing on sparse networks, Dwork et
al. [7] introduced the notion of almost every-
where agreement (denoted a.e.-agreement), in
which all but a small number of the correct
processors must choose a common decision
value. Dwork et al. showed that by relaxing
the correctness condition from agreement be-
tween all the non-faulty processors, to agree-
ment between almost all the non-faulty pro-
cessors, one can eliminate the costly connec-
tivity requirement. In particular they show
that there are bounded degree networks of
n+O(t) processors that guarantee agreement
among n correct processors in the presence
of up to t faults. Further works by Berman
and Garay [3, 4] improve the efficiency of the
protocols for achieving the distributed agree-
ment. The a.e.-agreement paradigm admits
deterministic solutions in networks of small
constant degree to such fundamental prob-
lems as atomic broadcast, Byzantine agree-
ment, and clock synchronization.

More precisely, a protocol P is said to
achieve f(t)-agreement if in every execution
of P in which at most ¢ processors fail, at
least n— f(t) non-faulty processors eventually
decide on a common value. Moreover, if all
the correct processors share the same initial
value, then that must be the value chosen.
Note that the traditional Byzantine agree-
ment problem is just {-agreement.

A protocol P achieves a.e.-agreement in the
presence of ¢ faulty nodes, if it achieves f(t)-
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agreement for some f(¢) < ut, where g is a
constant that is independent of ¢, and of the
size of the network.

The main result in [7] is a bounded de-
gree network and a communication protocol
for that network that achieves a.e.-agreement
in the presence of up to O(n/logn) faults.
The major problem left open in [7] is whether
a.e.-agreement can be achieved on bounded
degree networks in the presence of more than
n/logn faults. Note that this problem is sig-
nificantly harder. In bounded degree net-
works the distance between most pairs of
nodes is (}(logn). Thus, in the presence of
more than n/logn faulty nodes, most com-
munication paths between most pairs of pro-
cessors include at least one faulty node.

In this work we show that the above
difficulty can be overcome and that there
are bounded degree networks for which a.e.-
agreement is achievable in the presence of
up to O(n) faulty processors. Our solution
is based on special resilient properties of ex-
pander graphs. To simplify the presentation
no attempt is made here to compute the best
constants. Qur goal is to demonstrate the
rather surprising fact, that a.e.-agreement in
the presence of up to a linear number of faults
is feasible on some bounded degree networks.

We give an explicit construction of an n
node bounded degree network (G, and a com-
munication protocol between pairs of nodes
in G. We show that for any set T' of faulty
nodes, |T| < an, the communication pro-
tocol guarantees reliable communication be-
tween all pairs of processors in a set P(T)
of at least n — ut non-faulty processors in
G (a and p are constants independent of n
and t). The communication protocol requires
O(logn) communication rounds and a poly-
nomial number of messages. Given any pro-
tocol designed for a complete network, it can
be simulated by our communication protocol
on the bounded degree network G, achieving
agreement between a set of at least n — ut



non-faulty nodes in the presence of ¢ faulty
nodes.

Our model of computation is identical to
that commonly used in the Byzantine liter-
ature. Specifically, each processor can be
thought of as a (possibly infinite) state ma-
chine with specific registers for communica-
tion with the outside world. The proces-
sors communicate by means of point-to-point
links, which are assumed to be completely re-
liable. The entire system is synchronous, and
can be thought of as controlled by a com-
mon clock. At each pulse of the common
clock a processor may send a message on each
of its incident communication links (possibly
different messages on different links). Mes-
sages sent at one clock pulse are delivered be-
fore the next pulse. Note that this model
counts communication rounds, and ignores
the local computation in the nodes. An in-
triguing open problem is to construct an efhi-
cient algorithm for the computation that each
node performs in the process of achieving a.e-
agreement. (The local computation required
by our solution is super-polynomial in n.)

Byzantine agreement on bounded degree
networks in the presence of random faults has
been studied by M. Ben-Or and D. Goldriech
[2, 8]. They presented a network and a poly-
nomial time agreement protocol for that net-
work that achieves a.e-agreements with high
probability in the presence of linear number of
random faults in the model where processors
fail independently with some fixed constant
probability.

2 Combinatorial Charac-
terization of Resilient
Networks

Dwork et al. [7] derived the following com-
binatorial characterization of networks that
admit f(t)-agreement, for any function f(¢).
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We present the characterization in this sec-
tion, and prove in the next section that there
are bounded degree networks that satisfy it
for ¢t up to linear in the size of the network,
and f(¢) linear in t.

For any agreement protocol P, let P(T') be
any maximal set of correct processors that
always reach agreement under the protocol P,
independent of the behavior of the processors
in T (thought of as faulty).

Theorem 1 [7] Let G be a communication
graph, let {T;}%_, be the family of all pos-
sible sets of faulty processors in G, and let
{A(T)}Y_, be a family of sets of processors
in G. There exists a protocol P s.t. P(T;) =
A(Ty) forv=1,...,k, if and only if for every
pair of processors u,v € A(T;) N A(T)), the
set T; UT; does not disconnect u from v in G.

Sketch of the proof: To prove necessity, we
show that if there exist sets T; and T; which
jointly (but not individually) can disconnect
correct processors u and v, then there ex-
ist two scenarios, indistinguishable to v, such
that in one scenario T; is faulty and u decides
on a value a, while in the second scenario T}
is faulty and u decides on a value b.

We prove sufficiency by constructing a re-
liable communication protocol between pairs
of processors in A(T'). We briefly describe a
few points of our construction.

A processor u transmits a message to v by
sending it along all simple paths from u to v.
As the message passes from site to site, each
processor appends the name of the processor
from which the message was received. Thus,
a message that passes through faulty proces-
sors contains the name of at least one such
processor (the last one). Processor v searches
for a set T; such that all the messages not
passing through this set are consistent and
both u and v are in A(T:). Let T be the
set of faulty processors in a particular execu-
tion of our algorithm. If v and v are in A(T)



then v will try this set and extract the cor-
rect value. Crucial to our algorithm is that v
will never extract an incorrect value. This is
because by assumption, for all other relevant
sets T;, T U T; will not disconnect u from v.
Thus, v receives the message via at least one
fault-free path. Therefore, the faulty proces-
sors can at most create an inconsistent set of

values, from which v extracts nothing. O

3 Proof of the Main Re-
sult

Theorem 2 There exist

1. Constants o > 0 p, and d, independent
of t and n;

2. An n-vertex d-reqular network G, which
can be explicitly constructed;

3. A communication protocol P;

Such that for any set of faulty nodes T in G,
the communication protocol guarantees reli-
able communication between all pairs of nodes
in a set of non-faulty nodes P(T), such that
|P(T)| > n — put. Furthermore, the protocol
requires O(logn) communication rounds, and
generates polynomial (in n) number of mes-
sages.

Proof: Given an n-vertex d-regular graph
G = (V, E), let A(G) denote the n by n adja-
cency matrix of G. Clearly d is the largest
eigenvalue of A(G). Let A(G) denote the
maximum absolute value of any other eigen-
value of A(G). Lubotzky et al. [11] gave ex-
plicit construction of d-regular graphs with
AMG) < 24/d—1, for any d = p+ 1, p
prime. We prove that a.e.-agreement in the
presence of up to an faults can be achieved
on an n-vertex d-regular network G, with

MG) < Vd—1.
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For each set T of faulty processors we define
the set P(T) as the outcome of the following
procedure:

FUNCTION P
Input: a graph G = (V,E), aset T C
V.

1. 7 « 0

2. ADD ={v |v¢gTUZ, vhas at least
d/5 neighbors in T'U Z};

3. WHILE ADD # 0 DO

(a) Z « Z U ADD;

(b) ADD={v|vgTUZ, vhas
at least d/5 neihbors in T'U Z};

4. END WHILE
5. P(T) « V\ (ZUT);
6. END FUNCTION;

We first show that the set P(T") defined by
the above function is sufficiently large.

Lemma 1 There exist constants o > 0, p,
and d, and an n-vertex d-regular graph G =
(V,E), such that for every set T C V, |T| <

a|V|, the set P(T) defined by the above func-
tion is greater than n — p|T)|.

Proof: We need to show that at the end of
the execution of the function P(T), [TUZ| <
ut, for some constant p.

Alon and Chung [1] gave the following re-
lation between the eigenvalues of a graph and
the density of its induced subgraphs: Let e(.5)
denote the number of edges in G connecting

vertices in 5, then for any subset 5 C V,
|S| = On,
le(S) — do*n /2] < M@)O(1 - On/2. (1)

Fix « = 1/72, u = 6, and pick an n-node
d-regular network G = (V, E) with

MG) < 2Vd - 1.



Assume that there is a set T' C V, such that
t = |T| < an, and |T'U Z| > pt. Consider
the execution of the function P(T). When a
vertex is added to Z it adds d/5 edges to the
subgraph induced by TU Z. Since we can add
the vertices to Z one at a time, if |[TUZ| > ut,
then the graph G has a subset of size £ = |ut]
with at least (£ — t)d/5 internal edges. But
since pt/n < 1/12,

(0 —1)d/5 > dt —dJ5 >

(1/12)6¢d/2 + Vd — 1ut >
d(ut/n)n 2 + (ut/n)Va = 1(1 — (ut/n))n

for sufficiently large (constant) d, which vio-
lates (1). O

Lemma 1 shows that for each set T', |T'| <
an, the set P(T') has at least n — p|T| ver-
tices. We now need to show that the family
of sets {P(T) | T € V |T| < an} satisfies the
condition of theorem 1. We prove a stronger
result:

Lemma 2 Gliven any two sets Ty, T, in G,
such that T; C V, and |T;| < an, fori=1,2.
Any two vertices vy,ve € P(Ty) N P(T3) are
connected by a path of length O(logn) in the
subgraph induced by V \ (Ty U T3).

Proof: Consider the following variant of the
FUNCTION P in which vertices are added to
Z when they have 2d/5 neighbors in T U Z
instead of d/5:

FUNCTION P’
Input: a graph G = (V,FE), aset T C
V.

1. Z « 0;

2. ADD ={v|v¢gTUZ, vhas at least
2d/5 neihbors in T'U Z};

3. WHILE ADD # § DO
(a) Z « ZUADD;
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(b) ADD ={v |vgTUZ, v has
at least 2d/5 neihbors in T'U Z};

4. END WHILE
5. P'(T) « V\(ZUT);
6. END FUNCTION;

Let Z; denote the variable Z after the i-th
iteration of computing P(t;), let Z; denote
the variable Z after the ¢-th iteration of com-
puting P'(Ty UTy).

We prove by induction on ¢ that Z; C
Z} U Z2. The claim clearly holds for ¢
0. Assume that the claim holds for ¢ — 1,
and assume that v was added to Z] in the
t-th iteration, then u has 2d/3 neighbors in
TyUT,UZ! ,UZL,, and at least d/3 neigh-
bors in either Ty U Z} | or in T, U Z2 ;. Thus
uisin Z; U Z2.

Since Z; C Z} U Z%,

P(Ty UT,) 2 P(Ty) N P(T3).
Furthermore,
P(UT,)N(ThUT,) =0.

Thus, it is enough to show that any two ver-
tices vy, vy € U(Ty, T2) = P'(T1UT3) are con-
nected by a path of length O(logn), in the
subgraph induced by U(T},T;). We prove it
by showing that the graph H(T},T3), induced
by U(T,T3), is an expander.

We again use relation (1). In the origi-
nal graph G, no set of vertices S, |S| = 0n,
had more than d6?n/2 + +/d —16(1 — O)n
internal edges (edges connecting vertices in
S). Consider a set S C U(Ty,Ty), |S| =
fn < n/2. The degree of each vertex in
H(T,,T,) is at least 3d/5. Thus, the number
of edges connecting vertices in S to vertices

in U(Ty,T3) \ S is at least
3dOn /5 — 2d0%n /2 — 2v/d — 16(1 — O)n

> Ond /20,



for sufficiently large (constant) d. Dividing by
the maximal degree in H(T},T3), we conclude
that the set S is connected in H(Ty,T5) to at
least |S|/20 vertices outside S, or H(T,T3)
is an expander graph. 0O

Conclusion of the proof of Theorem 2: We
use the same algorithm as in the proof of the-
orem 1 to obtain reliable communication be-
tween pairs of nodes in P(T'). However, mes-
sages are sent only on paths of length up to

D(G), were
D(G) = max{diameter(H(Ty,T3)) |

T,CV, T} <alV], i=1,2}.

Since the graph H(Ty,T3) is always an ex-
pander, D(G) = O(logn). Thus, the algo-
rithm requires only O(logn) communication
rounds, and it generates polynomial number
of messages.

Assume that T is the set of faulty proces-
sors, |T1| < an, u,v € P(Ty), and v sends
messages to u. As in the proof of theorem 1,
u tries to extract the correct value from the
set of messages it receives from v by trying
possible sets of faulty processors. When u ig-
nores all messages that traverse the set Ty, it
receives a consistent set of messages from v,
and it deduces the correct value. Our con-
struction guarantees that if u tries any other
set T3, there is a path of length no larger than
D(G) that connects v to u and does not tra-
verse vertices in Ty UT5. Thus, when ignoring
messages that traverse the set T3, u receives
at least one correct message, and the faulty
processors can at most create an inconsistent

set of values, from which u extract nothing.
O

Corollary 1 There is a constant o > 0 and
an n-verter bounded degree network G, that
can be explicitly constructed, such that G ad-
mits a.e.-agreement for up to an faulty nodes.
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Proof: Theorem 2 proves that there is a
bounded degree network G' and a communi-
cation protocol P, such that for any set of
t < an faults, P guarantees reliable commu-
nication between all pair of processors in a set
of at least n — pt non-faulty processors.

Let PB be an agreement protocol for a
complete network with up to ut faulty pro-
cessors. Simulating the protocol PB on the
network G using the communication proto-
col P guarantees agreement among at least
n — pt non-faulty nodes in the presence of up
to t < an faulty nodes. O
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