
deterministic multi-port algorithm. Our net-

work is now the product of a square mesh of

size @i/d x @i/d, and Kj, By extending the

algorithm and analysis of the single-port case,

the time bound follows.

2.2.

The

Oblivious Randomized Single-Port

— Lower Bound

lower bound uses the von Neumann

minimax principle, using random inputs on

an oblivious deterministic single-port (ODS)

scheme to guarantee a bad input for any obliv-

ious randomized single-port ( ORS) scheme.

Aiello et al. [1] give a result that resembles The-

orem 1 below. However, it should be noted that

their result assumes a bit-serial model and that

a packet carries a certain amount of routing in-

formation. Our result makes no such assump-

tions, and is purely a statement of expected

maximum congestion.

Theorem 1: For any n-node network of de-

gree d < n/ log3 n, and any ODS scheme, the

expected routing time for a random permuta-

tion (with each permutation chosen with uni-

form probability) is fl(log~ n + log n/ log log n).

By the von Neumann minimax principle [14],

we immediately have:

Corollary 2: For any n-node network of de-

gree d s n/ log3 n, and any OILS’ scheme, there

is a permutation for which the expected routing

time is fl(log~ n + log n/ log log n).

Proof of Theorem 1: The log~ n term is

the diameter lower bound. The second term

is due to the expected congestion at some

node. Note that since in a single-port model

a node is not allowed to send more than one

packet at a time, the congestion at a node pro-

vides a lower bound on the routing time. We

show that the expected maximum congestion is

Q(log n/ log log n).

In an oblivious deterministic model the

route between any source-destination pair is

fixed. For (almost ) every source-destination

pair (u, v), we select a specific internal node

in the route from u to v, in a way described

later. We call this node the assigned node of

(u, v), and denote it V(u, v).

For any permutation T and two nodes u and

w define

I.w =

{

1 if w = V(u,7r(u)).

O otherwise.

Let T be a random permutation. Define P.w =

PTob{IUW = 1}. Thus, ~U P.w gives us a lower

bound on the expected congestion at w.

We show that there are sufficiently many

nodes w for which ~. Puw 2 6, for some fixed

6 < 1. Then, we show that for a particular

such node w, there is a reasonable probability

that ~. IUW 2 log n/4 log log n. This will in-

sure that the expected maximum congestion, is

as desired.

Fix a node u. We show how to assign V(u, v),

for all v # u. This assignment will have the

following properties.

1. A node w may be the assigned node of at

most (d + l)logn pairs (u, v).

2. If a node w is the assigned node of some

pair (u, v) then it is the assigned node of

at least log n such pairs.

3. For at least n – dlogn nodes v, V(u, v) is

defined.

Lemma 3: There exists an assignment with

the above three properties.

Proofi Fix u and consider the possible des-

tinations vi, V2, . . . . vn_l with v; # U. We show

a procedure that determines the assignments of

V(u, vi). The procedure has two stages.

In the first stage we iterate the following. Se-

lect a node w that is an internal node in at least

log n routes that have not been deleted, if such

exists. Mark w, and assign it to log n of these

routes (chosen arbitrarily). Delete these log n
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routes. The first stage is ended when there is

no such node w.

In the second stage follow each of the un-

deleted routes (u, v,), from v, back to u. Assign

(u, vi) to the first marked node encountered in

the way, if such exists.

Now, we prove that this procedure indeed

gives the desired assignment. A marked node w

is assigned exactly log n routes in the first stage.

Next, we bound the number of routes it is as-

signed in the second stage. At most d of these

routes may be routes that end at one of the

neighbors of w. The rest of these routes must

contain at least one of the unmarked neighbors

of w as an internal node. Hence, their number

is bounded by d log n – d. We conclude that

the total number of routes assigned to w is be-

tween log n to (d + 1)log n. We remark that

Don Coppersmith has improved this lemma,

showing that the upper bound on the number

of routes assigned to a node may be reduced to

dlogn.

To bound the number of unassigned routes

at the end of the procedure, observe that each

unassigned route either ends at a neighbor of

u or contains an unmarked neighbor of u as an

internal node. Thus the number of these routes

is bounded by d log n. ❑

Given an assignment with these properties,

PUW satisfies the following.

1. For any two nodes u and w, either P.w = O,
or !& < PUW < (d+l)~.

2. E. z. p.. =z. x. p..
n—dlogn

22 . =n–dlogn.

If there exists some w such that ~U Puw 2

log n, then clearly the congestion bound is

established. Suppose that for all nodes w,

~U P.. < log n.

We fix a node w satisfying x. p~~ > b

and analyze the probability (for a random per-

mutation) that the congestion ~U lUW exceeds

log n/4 log log n. Intuitively, we are throwing n

“balls” at a bin w. The probability of a ‘(hit”

is at most (d + 1)*, and the expected num-

ber of hits is Q(l). Our goal is to get a lower

bound on the probability that the maximum

number of hits is fl(log n/ log log n). As will be

formalized later, this bound is achieved when

O( (d+l;logn
) balls are thrown with hit proba-

bility (d + 1)~, and the rest have zero hit

probability.

There is a small problem with the “ball and

bin” intuition: it does not account for the fact

that the hits must correspond to a (partial) per-

mutation. That is, the hits must correspond to

different destination nodes. (Notice that they

correspond to different source nodes. ) To over-

come this problem we use the property that if

P.w > 0 then P.. ~ ~. Suppose that we

have a lower bound on the probability of hav-

ing more than h hits for some h < log n. Each

such hit corresponds to some source node u,

with PUW ~ ~. Thus there are at least log n

nodes v such that w is V(u, v). Since h < log n,

we can match a different destination for each

source. However, note that now PUW may be as

small as l/n (if it is not zero).

Lemma 4: Let Zl, .. . . z~ be independent

0/1 random variables. Let Prob{x, = 1} = pi,

l<z<k,~~=lpz=f,and~ <p;<

(d+ l)%. Then, ford < n/log3n

k

Prob{~ Xi >
cl~;gn} 2 ‘“2””2=1

To prove this lemma we first prove the fol-

lowing more general lemma.

Lemma .5: Let 01, .. . . z~ be independent

0/1 random variables. Let Prob{x, = 1} = p;,

I < i s k, ~~=lpi = 6, and a Spi < b. Then,

for any Y < ‘,~&~,a),

Proofi Forj = 1,. ... log(b/a), let P(j) =
106(~/~)p(j) = 6 there

X.,J-l<~,<.~J Pi. ‘ince Ej=l
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exists s such that P(s) z $/ log(b/a). Let

x xSl >...> sm be the m variables with proba-

bilities in this interval. For some i, p,, 2

8/(m log(b/a)). Since all the probabilities in

this interval are a factor of e apart, for all

1 ~ i ~ m, p,, ~ 6/(emlog(b/a)). Let B(n,p)

denote a random variable with the binomial dis-

tribution with parameters n and p. We get

m

Prob{~ X,4 > Y}

.!=1

The last step follows since m ~ ,~ &~,a), and

Y < ~eblo:(b,a) . ❑

Proof of Lemma 4: To apply Lemma 5 we

consider only balls with positive hit probabili-

ties. Thus we have k independent 0/1 random

variables, where Prob{zi = 1} = pi, 1 ~ i ~ k,

kpi = C$and ~ S pi < (d+ 1)*. Then,

setting d s n/ log3 n (to get that ~l~~gn s
n6

2e(d+l)10gn10g( (d+l)10gn)~
for sufficiently large n),

we get the desired bound. ❑

Consider a node w for which ~ti Puu 26, call

it a good node. By our assumption ~U P.W 5

log n. Thus, for any fixed 6 < 1, the num-

ber of good nodes is at least “(l;’~;~~” =

f2(n/ log n). By Lemma 4 the probability of a

good node w being log n/4 log log n congested

is at least I/&.

We would like to conduct the following t ri-

als until the first success: pick a good node

w and check whether it is log n/4 log log n con-

gested. By the above argument we know that

the success probability of the first trial is at

least l/@. Later we show that this bound

holds for the first n/ log n trials. Hence, the

probability that in the first t = n/ log n trials

one of the nodes is ~~~~gn congested is at least

l–(l–l/@)$ >l–(l–l/JZ)fi X l–1/e.

Thus, the expected maximum congestion in

Cl(log n/ log log n).

Fix some i! s n/ log n. All that is left to ar-

gue is why the success probability of the t-th

trial given that the previous t – 1 trials failed

is at least l/fi. Each of the previous t – 1

nodes that are not congested, constrain less

than log n/ log log n source nodes to their des-

tinations. If we set the destinations for these

source nodes and eliminate the traffic originat-

ing at these source nodes, then the total ex-

pected congestion ~U ~W P.W is reduced by at

most (t–1) log n/ log log n; i.e., it remains O(n).

It follows that there are still $2(n/ log n) good

nodes, even after this traffic has been removed.

Note that after removing this traffic, I.W cannot

decrease for the good nodes w. Thus the prob-

ability that the good node w is log n/4 log log n

congested is at least l/@ ❑

2.3. Oblivious Randomized Multi-Port

— Upper Bound

In this section we analyze Valiant’s oblivious

randomized algorithm on the d-way butterfly:

each source sends a packet to a random des-

tination, whence packets travel to their final

destinations.

Theorem 6: There is an ORM scheme that

routes an arbitrary permutation on an n node

d-way butterfly in O(log~ n) steps with high

probability.

Proof: We analyze the first phase of the ran-

domized algorithm. The same bound holds for

the second phase by symmetry. Define a crit-

ical delay sequence as in [11], replacing nodes

by edges. Let ji denote the number of packets

traversing edge z of the delay sequence with pri-

ority i. Let fi = gi+ hi, were gi counts packets
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that were not counted in ~j <i fj. Note that

E[gi] s &-l*; = j.

Let n = m log~ m and let G be the maximum

over all delay sequences of ~~=g~ ~ gt. There are

no more than n(d + 1)l”Q ~ s n3 possible delay

sequences; thus

l%b{G > elog~ n}

Let H be the maximum over all delay se-

quences of ~~~ m hi. Next, we bound H as-

suming that G s e log~ n.

Prob{H > 4e log~ n}

s n’ ~ P~ob-

k>4elo&n

n3 E
k>4elo&

B(k+G,;) > k}

2G+k(;)k
n

—— 0(1).

Let 1’ be the maximum over all delay se-

quences of ~~~ ~ g~ + hz. Thus, we get

logd m

Prob{ ~ F > 5e log~ n}
i=l

logd m

< P~ob{ ~ G + H > 5elog~n} = o(l).

4=1

El

3. Adaptive Routing

3.1. Adapt ive Deterministic Multi-Port

We only give here new ideas that are not found

in earlier multibutterfly papers [8, 12]. We

construct an n-input n-output, degree d net-

work that rout es any end-to-end permutation

in O(log~ n) steps.

The Network: The network is an n-input n-

output degree d multibutterfly of depth 2 log~ n

that uses a-way m-splitters, for m = n/&i,

;= 0,.. .,210g~n– 1.

A d-way m-splitter has one set of m input

nodes and @ output sets, each with m/&

nodes. Each input has @ edges to each of

the W output sets. The edges connecting the

input set to each of the output sets define an

expander graph wit h the following properties:

1.

2.

Even if we arbitrarily erase half of the

edges adjacent to each input of the split-

ter, each set X of at most ~ inputs is

connected to at least WIX [/ 10 outputs in

each output set.

For a given set of inputs X, let

r(x, ~/i, i) denote the set of vertices

in the i-th output set with at least

&/4 neighbors in X. We require that

for each set X of at most *W inputs,

pyx, @/4, i)[ < ~ logd.

Lemma 7: There exists an expander graph

with the above properties.

Proof: It is enough to show the existence of

the desired graph between the set of inputs to

one set of outputs. Choose a random bipartite

graph with m vertices in one side, each of de-

gree d, and m/& vertices on the other side,

each with degree d. The expansion is given by

which is O(1). The bound on the sets

r(x, /i7/4, i) is

‘k (;)(&)(k’&f’)(:)’kl”’d’”—.

which is also O(1). •1

579



The algorithm: Similar to the algorithm for

bounded degree multibutterfly we partition the

n messages to 200 batches, such that no more

than n/200 messages from each batch traverse

any m input splitter.

Nodes at odd levels of the multibutterfly

transmit in odd phases, nodes at even levels

transmit in even phases. A phase has three

steps. In the first step a node in a transmitting

level sends a request message to all its neigh-

bors in output sets to which it has messages

to transmit. A node that receives less than

fi/4 messages, and currently stores less than

~/4 messages, replies in the second step with

a ready message to its neighbors in the previ-

ous stage. On the third step each node sends

up to one packet to each node that sent it a

ready message.

Analysis: We first analyze the routing of one

batch. Consider one splitter and a phase in

which the inputs of the splitter are transmitting

messages to the outputs. Fix an output set i.

Let k (resp. k’) be the number of input nodes

that store packets that need to be transmitted

to output set i at the beginning (resp. end)

of this phase. Let 4 be the number of nodes in

output set i that store packets at the beginning

of this phase.

Lemma 8:

k’< +g(k+/).

Proofi At the beginning of a phase no node

has more than &/2 packets. Thus, if a node

stores packets at the end of a phase, at least

~/2 of its neighbors in output set i either re-

ceived more than ~/4 requests, or started the

phase with at least @/4 packets.

Since there are no more than m/200 packets

in a batch, the number k of packets stored in

the input nodes that need to be transmitted to

a specific output set i is at most a ~ &.

Using the Property (2) of the expander graphs

we get that the number of nodes in output set

i that received more than @J4 requests is at

most $2 log d.

Let X be the set of input nodes that store

packets that need to be transmitted to output

set z at the end of the phase. We claim that

[Xl = k’ < ~. Suppose that k’ > ~, then

X has at least (= – ~ log d) neighbors in

output set i each storing at least &/4 packets.

But then for a sufficiently large (constant) d,

the total number of packets in this batch that

pass output set i is more than *; a contra-

diction.

Since k’ < ~, we can use the expansion

property (Property (l)) and get that X has

at least k’fi/ 10 neighbors in output set i.

Since the input nodes in X still store packets

at the end of the phase, we know that all of

these neighbors did not receive packets at this

phase. Again, using Property (2) no more than

~ log d of these output nodes received more

than &/4 requests. On the other hand no

more than ! of these output nodes had &/4

packets at the beginning of the phase. Thus,—
k! ~ –~logd~l, or

“%(~+$lOgd)s

for sufficiently large (constant ~ d. ❑

Applying these two lemmas together with an

analysis similar to the analysis of the bounded

degree multibutterfly in [8, 12] we get the fol-

lowing theorem.

Theorem 9: There is an ADM scheme on

an n-input n-output degree d multibutterfly (of

depth 2 log~ n) that routes any end-to-end per-

mutation in O (log~ n) steps.

Using the technique in [12] we can extend this

scheme to route any global permutation of n’ =

2n log~ n packets (one at each node of the net-

work) in O(log~ n) steps.
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3.2. Adaptive Randomized Single-Port

— Upper Bound

We begin by outlining an approach for ARS

routing on an n-input n-output d’-way but-

terfly that would achieve close to the diame-

ter bound, if certain independence assumptions

were true. Next, we show that the indepen-

dence assumptions can be dispensed with by

augmenting the butterfly to form a multibut-

terfly of degree d, where d is slightly larger than

d’. Let L = log, n, A = (clog L)/(loglog L)

and W = (c log log n)/(log log L), for a constant

c that is large enough to support our analysis.

Our ARS routing scheme will run in time LAW

provided d ~ log log n.

We first describe the scheme as if only nodes

on a single layer of the butterfly are sources of

packets; later we outline the general case. The

algorithm is based on Valiant’s scheme; there

are two phases, the first of which tries to send

each packet to a random destination. The di-

rect use of the Valiant paradigm is constrained

by the lower bound of Corollary 2. We there-

fore use adaptive rerouting to avoid pile-ups of

Q(log n/ log log n) packets at random interme-

diate destinations.

Each packet leaves its source for a random

destination in the d’-way butterfly; whenever

either of the following occurs, the packet is

“killed”: (1) the packet finds itself at a node

with more than 2A other packets; (2) the

packet follows an edge, and more than A other

packets also follow that edge. Packets are held

in lock-step so that every packet that is not

killed departs from the ith layer of the butterfly

between time steps 2(2 – l)A + 1 and 2iA. (The

sources are at layer zero. ) After 2LA steps,

packets that succeed in reaching outputs send

acknowledgements back to their sources. As

these packets met no more than 2A packets at

any node on the way out, the acknowledgement

phase is also completed in 2LA steps. Sources

that receive no acknowledgements know that

their packets were killed, and so re-transmit to

a new random destination in the next wave, un-

til all packets are delivered. By analyzing the

rate at which packets are killed as the waves

progress, we would like to show that W waves

suffice. Two arguments are missing:

(1) If we could argue that the sources that re-

transmit are drawn independently at random

from all sources, repeated re-transmission can

be shown to terminate in W waves of O(LA)

steps each. However, we do not have this in-

dependence: “e.g., If a packet failed, there is a

higher chance that it was killed by packets on

adjacent butt erfly inputs.

(2) For Valiant’s scheme to work in its original

form, the n packets launched from the sources

should go to random destinations. However,

because of back-off and re-transmission, the

distribution of the packets at the output is not

the same as that of randomly chosen destina-

tions (e.g., no destination receives more than

2A W packets, which is not typical of Valiant-

style random destinations).

For first problem, we create W copies of the

butterfly, and overlay them after first randomly

permuting the nodes within each level to form

a “multibutterfly” with the same set of nodes

as before but with degree d’W. The first phase

uses the first copy of the butterily; sources that

re-transmit at each subsequent phase use edges

from a new copy of the butterfly each time.

With respect to each new copy of the butter-

fly, the sources are randomly distributed, giv-

ing us the necessary independence. Since the

experiment terminates in W waves, with high

probability, we will not run out of copies of the

butterfly before all packets are delivered to ran-

dom destinations,

The second problem requires an analysis

showing that Valiant’s analysis can be modified

for the butterfly when we route to a random

permutation rather than to random destina-

tions; some additional work involving ‘spreadi-

ng” of packets as in the token distribution

problem [9] is also needed. We complete the de-
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scription of our scheme by outlining the pipelin-

ing that is necessary to support sources from all

layers rather than only from layer zero. In the

above scheme, we ensure that the packets in a

wave proceed from one layer to the next dur-

ing an interval of 2A steps. We pipeline waves

originating from different layers at time inter-

vals of 2A steps. This ensures that two packets

originating from different layers do not meet,

and yet allows a wave for all layers to finish in

O(LA) steps.

Theorem 10: For d 2 log log n, there is an

AILS scheme that routes any permutation in

O(LAW) = 0( l“~~~~l~~o~:” log~ n) steps.

We remark that for d < log log n we can give a

scheme with a slightly better bound than that

of Theorem 10.

4. Further Work

Our results clearly highlight the problem of de-

vising and analyzing single-port schemes. For

ADS routing, we have not resolved the com-

plexity. We apparently also have a sub-optimal

ARS scheme. Our algorithms for single-port

routing require nodes to receive more than one

packet in a step, a weakness that should be ad-

dressed. Our work does not consider the max-

imum queue size; a natural dichotomy to be

studied would be algorithms with bounded ver-

sus unbounded queue size.
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