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Analyzing Human Motion, cca. 1880

• Multiple Cameras
(Eadweard Muybridge , 1884)

• Markers (Etienne Jules Marey, 1882)

chronophotograph



Applications of Human Motion Capture

• Digital Video Libraries
– Photorealistic models of 

actors, scene 
resynthesis

• HCI, video games
• Surveillance and 

protection
• Sports and rehabilitation 

medicine
• Content Based Video 

Indexing
– e.g. retrieve all frames 

where an actor is 
running



3D Human Motion Capture Difficulties

Loss of 3D information in 
the monocular projection

Self-occlusions

Reduced observability of
body parts due to loose
fitting clothing

Different body sizes

Accidental allignments

Several people, occlusions

Difficult to segment the
individual limbs

General poses

Motion blur

Partial Views



Levels of 3d Modeling

• Coarse body model

• 30 - 35 d.o.f

• Simple appearance 
(implicit texture map)

• Complex body model

• 50 - 60 d.o.f

• Simple appearance
• (edge histograms)

• Complex body model

• ? (hundreds)  d.o.f

• Sophisticated modeling 
of clothing and lighting

Photo           Synthetic



Evolutions in Human Motion Analysis
• The first steps (cca. 1985 - 1995)

– Formulation, parameterization, multiple cameras
– 3d models, local optimization, Kalman filtering

• The heroic age (1996 – 2003/4)
– The case for monocular, laboratory settings
– Hand initialized MHT, early learning and sampling  
– Annealing, partition sampling, belief propagation, 

covariance scaling, kinematic jumps

• The pragmatic age (2004 - ?)
– Learning and the availability of data
– Low-dimensional models, discriminative models, 

combination of models, automation and realism



Generative vs. Discriminative Models
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• Given a 3d pose state x, it is easy to generate (render) a human 
like image (e.g. a human silhouette) r

• Given a human silhouette, it is hard to compute the set of 3d 
states that could have produced it 

Generative models search the state space for configurations 
with good image alignment



Generative Temporal Models
• Kalman filtering, EKF/IKF, CONDENSATION

• Many approaches but the same graphical model
• Different types of local conditionals 

– linear/non-linear & Gaussian/non-Gaussian

• Different state distributions
– Gaussian/unimodal or sample-based/multimodal

Models the 
observation
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• Given a 3d pose state x, it is easy to generate (render) a human 
like image (e.g. a human silhouette) r

• Given a human silhouette, it is very hard to compute the set of 3d 
states that may produce it 

Discriminative (recognition / feedforward) models need 
to model complex, multi-valued 2d-to-3d relations 

Generative vs. Discriminative Models



Chains for Temporal Inference
• Generative, Kalman filtering, CONDENSATION

• Discriminative (e.g. BM3E – Conditional Bayesian Mixture of 
Experts Markov Model)

Models the 
observation

Conditions on
the observation



Important

• Low-dimensional task-profiled models
• Discriminative models
• Image descriptor design
• Combining generative and discriminative
• Self-training
• Generalization and scaling beyond 100K



Intrinsic Dimension Estimation 
and Latent Representation for Walking

Intrinsic dimension estimation
• 2500 samples from motion capture

• The Hausdorff dimension (d) is 
effectively 1, lift to 3 for more flexibility

• Use non-linear embedding to learn the 
latent 3d space embedded in an 
ambient 30d human joint angle space

3d latent space
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Learning a Latent Variable Generative Model
Sminchisescu & Jepson, ICML 2004

• Global representation, joint distribution p(x,xH)=p(x)p(xH|x)
– Obtained with non-linear dimensionality reduction
– To support intrinsic curvature, use e.g. Laplacian Eigenmaps

• Continuous generative mapping: latent -> ambient space
– Use sparse kernel regression (simple map due to embedding)
– p(xH|x) ~ N(xH|F(x),sigma*I)

• Consistent latent prior combines
• Ambient priors (back-transferred to latent space)
• Training-data density in latent space (mixture)
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Dynamic Ambiguities
Visual Inference in a learned 12d Space 

Interpretation #1
Points at camera when 

conversation ends

(before the turn)

Interpretation #2
Says `salut’ when 
conversation ends
(before the turn)



Trajectory Solutions
Learned latent space and smooth dynamics

• Inference in a 12d learned non-linear state-space

Interpretation #1
Says `salut’ when conversation ends

(before the turn)

Interpretation #2
Points at camera when conversation ends

(before the turn)

Sminchisescu and Jepson ‘04



Discriminative Models

• Multivalued prediction
• Temporal integration
• Descriptor design



Conditional Bayesian Mixtures of Experts

Cluster 1
Cluster 2
Cluster 3
Expert 1
Expert 2
Expert 3
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• A single expert cannot represent multi-valued relations

• Different experts can focus on parts of the data
• But the expert contribution (importance) is contextual

– Expert ranking is image dependent 

Data Sample Multiple Experts          Expert Proportions (Gates)
vs. uniform coefficients (Joint)

Single Expert 



Discriminative Temporal Models
• BM3E = Conditional Bayesian Mixture of Experts Markov Model
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Local conditional Temporal (filtered) prior

Sminchisescu, Kanaujia, Li, Metaxas, CVPR 2005, PAMI06

• Temporal prior is a Gaussian mixture
• The local conditional is a Bayesian mixture of Gaussian experts
• Integrate pair-wise products of Gaussians analytically

– The mixture grows exponentially, simplify at each timestep



Multiple Paths and Temporal Inference



Composite sequence
(training with clutter, regular grid)

Single 
expert

Multiple 
experts



Quantitative
error in degree / joint angle

Global model (bottom, bold)

Separate activity models (top)



Error in best-k experts

Training                                    Testing

Difficult dancing sequence, diff. subjects, etc



Problems with supervision

• How to obtain the signal for learning?
– Biologically implausible and practically 

difficult

• How to train in realistic settings? 

• Possible solutions
– Self-training



Self-supervised Training of a 
Joint Generative-Recognition Model

• Maximize the probability of the (observed) 
evidence (e.g. images of humans)

• Hence, minimize KL divergence between what 
the generative model p infers and what the 
recognition model Q predicts, with tight bound at 
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Self-supervised Learning of a
Joint Generative-Recognition Model



Results on Images from 
Pedestrian Database

(only walking data used for training)



Understanding people « in vivo » 
Long-term objectives

• Find the people

• Infer their poses

• Recognize what they do 

• Recognize what objects they use



More general questions
• When should we solve the 3d pose problem? 

• Can we find a perceptual multi-level / multi-
scale description for the 3d human pose?

• What other representations can be used to 
describe `people in the scene’?

• What can we provide and what can we expect 
from other vision modules, e.g. object 
recognition, scene reconstruction?
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